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Deep Learning Models for Serendipity Recommendations:

A Survey and New Perspectives

ZHE FU, XI NIU, and MARY LOU MAHER, University of North Carolina at Charlotte, USA

Serendipitous recommendations have emerged as a compelling approach to deliver users with unexpected
yet valuable information, contributing to heightened user satisfaction and engagement. This survey presents
an investigation of the most recent research in serendipity recommenders, with a specific emphasis on deep
learning recommendation models. We categorize these models into three types, distinguishing their integra-
tion of the serendipity objective across distinct stages: pre-processing, in-processing, and post-processing.
Additionally, we provide a review and summary of the serendipity definition, available ground truth datasets,
and evaluation experiments employed in the field. We propose three promising avenues for future explo-
ration: (1) leveraging user reviews to identify and explore serendipity, (2) employing reinforcement learning
to construct a model for discerning appropriate timing for serendipitous recommendations, and (3) utiliz-
ing cross-domain learning to enhance serendipitous recommendations. With this review, we aim to cultivate
a deeper understanding of serendipity in recommender systems and inspire further advancements in this
domain.

CCS Concepts: • Information systems→ Recommender systems;

Additional Key Words and Phrases: Deep learning, recommendation models, serendipity recommendations

ACM Reference format:

Zhe Fu, Xi Niu, and Mary Lou Maher. 2023. Deep Learning Models for Serendipity Recommendations: A
Survey and New Perspectives. ACM Comput. Surv. 56, 1, Article 19 (August 2023), 26 pages.
https://doi.org/10.1145/3605145

1 INTRODUCTION

Recommender systems are designed to mitigate information overload by offering personalized rec-
ommendations based on user preferences. In recent years, deep learning has attracted wide interest
for its performance and its capacity to learn feature representations. With the wide applications
of deep learning methods, tremendous success has been achieved in recommender systems to cap-
ture complex user-item relationships from data and provide accurate recommendations toward
users’ preferences (e.g., [1–4]). However, these deep learning based recommender systems often
suffer from a narrow focus on users’ historical behavior and excessive pursuit of recommendation
accuracy (precision on relevance, recall on relevance, etc.). Consequently, these systems tend to
overlook unexpected yet valuable items, and only recommend items that users are already familiar
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with, which might make them feel bored and dissatisfied [5–7]. This problem parallels the “filter
bubble” phenomenon observed in news agencies [8], where users are exposed only to information
that aligns with their viewpoints, leading to a repetitive stream of homogeneous recommendations
[9]. Additionally, recommender systems often neglect unpopular or “long-tail” items [10] buried
among a vast array of options, favoring popular items for better algorithmic accuracy [11]. Al-
though the systems increasingly enhance the recommendation accuracy, the results are restricted
to a limited scope of items, preventing those “long tail” items from being discovered by the users,
which may hurt both users’ satisfaction and systems’ performance in the long run.

To address the challenges posed by the filter bubble and the under-representation of long-tail
items, the concept of serendipity is advocated by many researchers for a richer set of information
resources for the users. The word serendipity was created in 1754 to describe unexpected but valu-
able discoveries [12] and has gradually became popular after the 1950s [13]. In the early 2000s,
serendipity was first introduced to the context of recommender systems [14] to broaden users’
selections and increase their satisfaction [15]. Although currently there is no consensus on the
definition of serendipity in the context of recommender systems, we believe that most researchers
explain this concept with four components: unexpectedness, novelty, diversity, and relevance. Nu-
merous studies have explored integrating these components into recommendation algorithms, in-
cluding content-based and collaborative filtering algorithms employing techniques such as naive
Bayes, k-nearest neighbors, and random forest models. In recent years, to discover users’ potential
preferences, there are increasing demands in deeply mining the relationships between users and
items. Under those demands, the capacity and the advantages of deep learning models to learn
multi-level representations [16] have gained great attention, triggering the adoption of deep learn-
ing in serendipity-oriented recommendations. Various deep learning models, such as Multi-Layer

Perceptron (MLP), the recurrent neural network, the Convolutional Neural Network (CNN),
CapsNet (the capsule neural network), and deep reinforcement learning, are used to learn the users’
potential needs for serendipity. Although deep learning techniques are powerful in accuracy-based
recommendation tasks, we believe that it is challenging to leverage them in serendipity-oriented
recommendations due to four key challenges: lack of consensus in the concept definition, difficulty
in representing serendipity in deep learning algorithms, lack of available ground truth data, and
no well-established evaluation methods.

There are several existing survey papers on serendipity recommendations. Kaminskas and
Bridge [17] conducted a survey on the definitions of diversity, novelty, coverage, and serendip-
ity, and reviewed the corresponding models in the literature. Kotkov et al. [18] summarized the
existing approaches to serendipity in recommender systems at that time and the evaluation strate-
gies to these approaches. Ziarani and Ravanmehr [19] reviewed relatively more recently published
papers from 2013 to 2019 on serendipitous recommendation methods, most of which are traditional
machine learning models rather than deep learning. Abbas and Niu [20] also reviewed research
studies up to 2019 on serendipity recommendations. Compared with those previous works, this
survey contributes a systematic review of serendipity recommendations using deep learning tech-
niques, proposing a classification scheme for deep learning models, and outlining future research
directions in the field. To summarize, the key contributions of this article are threefold:

• A systematic review of recent research efforts of serendipity recommendations through deep
learning techniques. Various aspects, such as serendipity’s conceptual definition, computa-
tional operationalization, deep learning model development, and evaluation experiments,
are included.
• A classification scheme is proposed to categorize the existing deep learning models into

three types: pre-processing, in-processing, and post-processing. In each type, some subtypes
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Table 1. Various Definitions of Serendipity

Component Definition of Serendipity Study Year

Unexpectedness Being unexpected and relevant Fu et al. [21] 2023
(Surprise) Being both unexpected and useful Afridi [22] 2018

The relationship between entity and the query that has not been discovered by the user Huang et al. [23] 2018
Items not included in users’ previous purchases and depart from their expectations Li et al. [24] 2020
Items different from the users’ selected items of interests Inoue and Tokumaru [25] 2020
Discoveries by accidents for the things users were not in quest for Wang and Chen [26] 2021
Difference between an item and a user profile Zhang et al. [27] 2021

Novelty Points of interest (POIs) that users have not visited before Zhang et al. [28] 2015
The recommended item previously unknown to the user Lu et al. [29] 2018
Items that users have not chosen before Wang et al. [30] 2018
Unpopularity, items that few people are aware of Coba et al. [31] 2018
Unrated items that users may be interested in and satisfied with Xu et al. [32] 2020
Items that users would have never found or thought of by themselves Shrestha et al. [33] 2020
Long-existing but unpopular items Lo and Ishigaki [34] 2021

Diversity POIs that geographically cover the frequently visited area as much as possible Han and Yamana [35] 2019
Different types of venues Ge et al. [36] 2020
Items different from those involved in users’ historical interactions Sun et al. [37] 2020
Items different from each other in the recommendation list Cui et al. [38] 2020
Recommendations that cover users’ multiple interests Chen et al. [39] 2021
POIs from various categories Lee et al. [40] 2022

are identified. The classification scheme provides a better understanding of current deep
learning models in the serendipity recommendation research.
• Three future directions are suggested along with discussions on the challenges of each

direction.

2 SERENDIPITY DEFINITION AND ITS COMPUTATIONAL OPERATIONALIZATION

Since there is no agreement on the definition of serendipity in the context of recommender systems,
how to introduce an appropriate definition of serendipity for recommender systems is essential for
the later computational operationalization and evaluation. Existing papers have put forward vari-
ous definitions from different aspects based on their own understanding. Most definitions involve
one or more of the three components: unexpectedness, novelty, and diversity. In addition to the
three components, all of these studies agree on that the serendipity should be bounded. Therefore,
it should contain a fourth element: relevance (or recommendation accuracy). Table 1 summarizes
definitions for serendipity from different recommender systems studies. Each of these components
will be discussed in the following sections.

2.1 Unexpectedness

Many researchers believe that serendipity means accidental discovery that is out of one’s expec-
tation. For example, Afridi [22] defined the concept of serendipity as “the quality of being both
unexpected and useful.” Huang et al. [23] conducted extensive experiments on large-scale datasets
to reveal that unexpectedness could significantly contribute to the recommendation effectiveness.
Li et al. [24] also selected the concept of unexpectedness as a crucial objective of recommendations.
They thought that unexpectedness had a positive correlation with user experience and could more
effectively overcome the problem of overspecialization. Additionally, some of the researchers also
describe such unexpectedness using the term surprise [6, 18, 41–44]. As a result, in this survey,
“surprise” and “unexpectedness” are considered equivalent. We will use the term unexpectedness

in the following sections.
From the computational operationalization perspective, some researchers realized unexpect-

edness as the distance or dissimilarity to a user’s preferences, or a deviating direction from
those preferences. For example, Kotkov et al. [15] computed unexpectedness through the dissim-
ilarity between an item and a user’s rated items. Li et al. [24] constructed the representation
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vector of unexpectedness in the latent space. By first clustering the user’s historical records as
the preferences, the distance between a candidate item and the user’s preference clusters was then
used to calculate the unexpectedness of the item. Huang et al. [23] quantified the unexpected-
ness in a search engine context as the distance between a user’s query and a recommended entity,
which considered both the content dissimilarity and the difference of click frequencies. Zhang
et al. [27] calculated unexpectedness from the aspects of both category difference and the latent
representation difference between a candidate item and a user’s profile. For the category differ-
ence, they explored the categories that shared the least related items with the user’s historical
records. For the latent representation difference, by constructing representation vectors in a la-
tent space, the researchers calculated the dissimilarity between the candidate item and the user’s
profile.

Additionally, there are many researchers who computationally realized unexpectedness based
on calculating co-occurrence. Cleverley and Burnett [45] explored the usefulness of the word co-

occurrence in Information Retrieval (IR) and leveraged it to facilitate serendipitous encounters
during exploratory searches. Inspired by “bag of words” in text mining, Niu et al. [46–48] modeled
the users’ expectation on news as the expected likelihood of a particular bag of co-occurring topics
of a piece of news. A lower likelihood of topic co-occurrence compared to the expected likelihood is
regarded as unexpectedness. By evaluating the co-occurrence of corresponding keywords, Maake
and Tranos [49] designed a research paper recommender system that recommended papers with
serendipitous topics.

2.2 Novelty

Some researchers believe that a serendipitous item should be unknown to the users, and they de-
scribe serendipity using the term novelty [29, 33, 50]. By identifying these novel items, the system
provides recommendations that are different from users’ habits. For example, Zhang et al. [28] be-
lieved that there was an embedded tendency in human brains to explore novelty in dining behavior.
They introduced novelty to the recommender system to stimulate users to dine out. Although it
was important to serve accurate recommendations, Wasilewski and Hurley [51] agreed that nov-
elty was another significant utility beyond accuracy. By enhancing the novelty of recommenda-
tions, they believed that it would improve users’ experiences by widening the range of possible
item types recommended to the users. Similarly, Xu et al. [32] integrated novelty in traditional
accuracy-based recommender systems to increase users’ interests in recommendations with the
possible risk of sacrificing satisfaction.

The novelty of recommendations is commonly computed based on two approaches. One is find-
ing newly listed items in the recommender system, and the other one is exploring the already
existing items that are not likely to be known to a user. For newly listed items, the researchers rec-
ommended new items that were recently included in the systems without sufficient information
to users. The problem of serendipity recommendation becomes a cold-start task. For example, to
increase novelty in music recommendations, Mohamed et al. [52] recommended new music prod-
ucts to users with the intent of making the recommendations more attractive. Similarly, Deldjoo
et al. [53] focused on recommending newly released movies to increase the novelty of the recom-
mendations and help reach the goal of business-centric recommendations. Mazumdar et al. [54]
described the novelty in Point-of-Interest (POI) recommendations as newly added POIs in the
systems and treated the task as a cold-start problem. However, in addition to newly listed items,
users may also feel fresh on some long-time existing items that are outside their typical reach.
For example, Zhang et al. [28] regarded a novel restaurant as a restaurant that had not been a
usual type of visit for a target user. To make novelty-oriented recommendations, Chen et al. [42]
calculated novel items by extracting items from categories/domains outside of the user’s profile
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that were unlikely to be known by the user. Shrestha et al. [33] considered the novelty of an item
as the dissimilarity of the item compared to what the user had previously seen before. Lo and
Ishigaki [34] regarded a novel item as an unpopular item that had rare interactions among the
user population and therefore was unlikely to be known by the target user.

2.3 Diversity

Diversity was introduced in serendipity recommendations to provide different and diverse kinds
of items for users. Diversity is believed to increase the probability of serendipity discovery and
broaden the users’ preferences. Cheng et al. [55] believed that poor diversity might narrow users’
horizons and make them frustrated. Therefore, diversity is now emphasized by an increasing num-
ber of researchers as a crucial element of serendipity. Diversity is usually defined as the recom-
mendations different from users’ historical records and covering a wide range of different kinds
of items [35–37, 47, 56–58].

To represent and calculate the diversity, Li et al. [58] operationalized diversity as elasticity and
calculated from both the user and item sides. The user elasticity means a user’s acceptance range
measured by the number of movie genres watched. Meanwhile, the movie elasticity means the
number of different user groups that watched this movie. The combination of the user and movie
elasticity represents a general diversity degree of the recommendations. Lee et al. [40] regarded
diversity as recommended POIs from various categories. They calculated diversity by the number
of categories that the POI recommendation list involved. Cui et al. [38] calculate the diversity
level of the recommendations by the inverse value of cosine similarity of any item pair in the
recommendation list.

2.4 Relevance

There is a growing consensus that the items generated by serendipity-oriented recommender sys-
tems should be relevant to users. Recommending serendipity is not recommending items randomly
and should depend on users’ personal preferences. It is believed that at the heart of the experi-
ence of serendipity was the emergence of powerful personal relevance out of seemingly random
coincidence of events [59]. The component of relevance is to restrict the scope of serendipity, pre-
venting unlimited recommendations from annoying users. For example, Rahman and Wilson [60]
argued that although the concept of serendipity has a nature of subjectiveness and personalization,
serendipity search must be personally relevant rather than from fictional tasks. Wang et al. [61]
pointed out that instead of purely stressing on serendipity, a serendipity-oriented recommender
system should target to balance between serendipity and relevance.

Relevance is a well-established metric in IR. In the past few decades, researchers have devel-
oped various models, from traditional statistic models to machine learning models and then to
deep learning models more recently, to predict relevance between a query and a document in a
search engine, and between a candidate item and a user’s historical items in a recommender sys-
tem. Therefore, serendipity recommenders have a rich foundation in IR to leverage to incorporate
relevance as one of their components.

To sum up, although these serendipity components (unexpectedness, novelty, diversity, and rel-
evance) may have overlaps in definitions and computations, they are widely believed to contribute
to providing a serendipitous set of information resources for the users. The definition of serendip-
ity remains ambiguous in the recommender systems community. The ambiguity could lead to
different model development methods and evaluation experiment settings [19], which makes the
current research lack comparability and generalizability. Without a universal definition, it is chal-
lenging to verify the effectiveness of serendipity recommenders and to sustain systematic future
works on serendipity-oriented recommendation research.
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3 DEEP LEARNING BASED SERENDIPITY RECOMMENDER SYSTEMS

There have been several research efforts on serendipity recommendations in the past few decades
before the success of deep learning. Earlier attempts to develop tools that support serendipity
included the LyricTime music system [62], a recommender system that accommodated serendip-
itous access by occasionally adding randomly picked songs to a user’s playlist. Campos and de
Figueiredo [63] developed a software agent called Max that incorporated the knowledge of con-
cept association to find information that imperfectly matched a user’s profile. Iaquinta et al. [64]
used a machine learning model to predict the user ratings of an unseen item. Items for which the
prediction was uncertain between positive and negative were considered as potentially serendip-
itous. Onuma et al. [65] introduced a metric called the bridging score for item nodes in a graph.
Nodes connecting disparate subgraphs in a graph received high bridging scores and therefore had
higher serendipity scores. Zhang et al. [66] used a topic modeling approach to represent each artist
as a distribution of latent user clusters to find some serendipitous artists outside the user’s playlist.
Adamopoulos and Tuzhilin [67] derived a set of unexpected recommendations by deducting the
items that were recommended by a primitive prediction. These previous studies, although not us-
ing deep learning models, all imply that carefully designed conventional machine learning models
may have helped in increasing the chance of serendipitous discoveries.

In recent years, deep learning has widely been used in the research of recommender systems
to address the challenge of the growing volume of online information. With the support of big
data and powerful computing resources, deep learning methods have recently demonstrated huge
advantages in capturing more complex attributions and more subtle relationships between users
and items. Therefore, how to effectively learn the knowledge of serendipity from data has become
the core research problem for deep learning based serendipity recommender systems. By explor-
ing ways to appropriately integrate the serendipity components into established deep learning
structures, various approaches have been proposed. We classify their efforts into three different
types according to the stages of the serendipity incorporation: the pre-processing stage, the in-
processing stage, and the post-processing stage. Under the in-processing stage, we further find
two subtypes: static representation learning and dynamic representation learning. Under static
representation, we further classify into unified representation learning and decomposed represen-
tation learning. Under dynamic representation learning, there are switching systems and deep
reinforcement learning systems. The entire classification scheme is presented in Figure 1. This
figure represents one major contribution of this survey and serves as the outline for Section 3.

3.1 Pre-Processing Stage

In the pre-processing stage, the serendipity components are considered prior to constructing the
recommendation model. They typically serve as the input of a recommendation model. Some of
the researchers generated a pseudo user behavior sequence before model training by inserting un-
expected or novel items into it. For example, to recommend unpopular and niche items to users in a
sequential recommendation context, Kim et al. [68] first made a pseudo user sequence by clustering
and inserting the unpopular items to supplement the original sequential data. Then, the reorga-
nized sequential data were fed into a Gated Recurrent Unit (GRU)-based model that generated
recommendations for users. The approach successfully increased the diversity and preserved ac-
curacy at the same time. Meanwhile, some other researchers engineered serendipity features as
additional input data to the deep learning models. These serendipity features could be derived
from some demographic or statistical information from users or items. Li et al. [69] focused on
addressing the challenge of recommending long-tail hashtags of micro-videos to users. They first
introduced external knowledge of the hashtags’ correlation network to the raw data, which could
help the model discover long-tail hashtags. They characterized the edges of the correlation network
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Fig. 1. Classification of the deep learning models for serendipity recommendations.

with four types of relations between the hashtags. By using these relations, the authors augmented
the edges of long-tail hashtags in the network, which were then processed by a graph convolu-
tional network [70] model for long-tail hashtag recommendations. In another work, based on the
well-known word embedding algorithm GloVe [71], Grace et al. [72] proposed a new embedding
approach, called s-GloVe, to find surprising pairs of words that do not commonly co-occur, such
as chocolate and garlic, bananas and basil, and vanilla. The new embedding approach leveraged
the opposite information of the word co-occurrence frequency captured by GloVe. Although the
study was not for developing a recommender, the s-GloVe approach has the potential to gener-
ate input embeddings for a deep learning recommender model. Li et al. [58] defined a concept of
elasticity for users and items, which could help the deep learning model discover serendipitous
movies. Before training the model, they first leveraged the users’ demographic information (age,
occupation, etc.) and movies’ statistical information (number of genres, size of user groups, etc.)
to calculate the elasticity for users and movies, respectively. To be more specific, the user elasticity
E (ui ), which indicates the probability of the user accepting different movies, is calculated based
on the range of movie genres consumed by the user:

E (ui ) =
|G (ui ) |
|Gmax (U ) | , (1)

where |G (ui ) | denotes the number of genres watched by the user and |Gmax (U ) | denotes the maxi-
mum possible number of genres watched by a user from the user set. Similarly, the movie elasticity
E (mi ), which represents the possibility of the movie being watched by different users, is calculated
based on the types of different users attracted by the movie:

E (mi ) =
D (mi )

Dmax (M )
, (2)

where D (mi ) is the diversity level of the movie, calculated as follows:

D (mi ) =
α × |A(mi ) | + β × |O (mi ) | + |U (mi ) |

α + β + 1
, (3)

where |A(mi ) | denotes the number of age groups, |O (mi ) | denotes the number of occupations, and
|U (mi ) | denotes the number of users who watched this movie. α and β are the hyperparameters
to adjust the impact of each component. Then, the elasticity of users and movies were used as
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Fig. 2. Static representation learning for serendipity.

crucial input features into a GRU-based model to generate serendipitous recommendations. Their
proposed method achieved significant improvements on their self-defined serendipity metrics.

The advantage of integrating the serendipity components in the pre-processing stage is that
the serendipity features can be pre-calculated in advance. That way, it is easier to explain which
feature plays a role in the future model results. However, the challenge is that these pre-calculated
serendipity features are fixed and static, not dynamically updated during the model training. It
is not ideal for the ever-changing users and the ever-changing context. As a result, in addition to
the pre-processing stage, serendipity components are also incorporated with deep learning models
during the training stage.

3.2 In-Processing Stage

Research has made efforts on incorporating serendipity components with deep learning models
during the model training stage. The core challenge of this stage is to learn an appropriate rep-
resentation vector for serendipity. The existing research mainly has two different strategies. One
is to learn a static serendipity representation from users’ historical behaviors, and the other is to
dynamically update the representation toward serendipity using users’ real-time feedback. In the
following sections, we introduce the two strategies in detail.

3.2.1 Static Representation Learning for Serendipity. For static representation learning, the deep
learning models are proposed to learn a static representation vector of serendipity for a user, which
encodes the users’ needs on serendipity. Various models are designed for the static serendipity
representation. We further categorize them into two subtypes: unified representation as shown in
Figure 2(a) and decomposed representations as shown in Figure 2(b).

Unified Representation. In a unified representation, deep learning models typically learn one com-
prehensive vector to represent the users’ needs on serendipity. These models learn the knowledge
of serendipity by encoding the valuable serendipity features from the users’ behavior or prefer-
ences, as shown in Figure 2(a). Various models such as auto-encoder, the recurrent neural network,
CNN, and the graph neural network were leveraged to represent serendipity from raw data, which
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tends to be high dimensional, sparse, and full of noises. Lee et al. [73] proposed a recurrent varia-
tional auto-encoder to represent serendipity as a vector for the purpose of recommendations. The
variational auto-encoder approach served as a feature extraction tool to extract signals that were
helpful in representing serendipity. Li et al. [74] represented the serendipity need of each user as
one vector that deviated from the short-term demands but related to the long-term preferences.
In their proposed model, the users’ long-term preferences were extracted from a Gaussian mix-
ture model and their short-term demands a capsule network. Then, the serendipitous item was an
item with the vector representation having a direction pointing from the short-term demand to
the long-term preference as well as having an appropriate distance to the short-term demand. To
be more specific, the direction of the users’ serendipity vectors serendipity_vector is calculated by
Equation (4), which flows from the users’ short-term preferences short_term_vector to the scope
of the users’ long-term preferences lonд_term_vector .

−−−−−−−−−−−−−−−−−→
serendipity_vector

‖
−−−−−−−−−−−−−−−−−→
serendipity_vector ‖

=

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−→
(lonд_term_vector ) − (short_term_vector )

‖
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−→
(lonд_term_vector ) − (short_term_vector ) ‖

(4)

Additionally, the magnitude of the serendipity vectors serendipity_vector is calculated based on
the number of the users’ long-term preferences, as shown in Equation (5), and user with a more
diverse long-term preference will obtain a larger magnitude of the serendipity vector:

‖
−−−−−−−−−−−−−−−−−→
serendipity_vector ‖=mbase (1 + num_pre f erence ) (1 + num_item_cluster ), (5)

where num_pre f erence is the number of users’ long-term preferences generated by the Gauss-
ian mixture model, num_item_cluster denotes the number of item clusters related to users’ long-
term preferences, and mbase is a hyperparameter. The evaluation experiments show that the pro-
posed directional serendipity vector effectively improved the serendipity identification and its
interpretability.

At the same time, some researchers have noticed the advantage of the attention mechanism
on automatically and selectively extracting the most valuable information from limited data [75],
which helps the deep learning model pay more attention on the serendipity-related aspects in the
unified serendipity representation. For example, Raza and Ding [76] aimed at preventing readers
from getting bored with similar news and exposing them to different views or opinions. They intro-
duced a diversity-aware interest learning module [77], which leveraged the attention mechanism
to capture the diversity pattern from users’ historical behaviors. By combining the diversity pat-
tern and the regular user interest pattern, the model was able to learn one general representation
of users’ diversified interests. Similarly, Xie et al. [78] proposed a graph-based deep learning model
to learn one representation for users’ diverse preferences on videos. They first constructed a graph
network with five different types of nodes: video, tag, media (video provider), user, and words in
the video title. The graph network brought in users’ diverse preference information from differ-
ent types of nodes. A graph attention network was introduced to learn one representation vector
for each user by aggregating all types of nodes. The attention mechanism inside the model was
used to adjust the impacts of these nodes on user preference representation. Wang et al. [30] lever-
aged the attention mechanism to capture the users’ potential interests on novelty. By calculating
the impact of items in a user’s historical transaction records, the attention mechanism weighed
the importance of each interacted item and generated one overall representation vector for the
user’s historical records. The representation comprehensively considers the influence of contex-
tual items, which can avoid recommending duplicated items and discover novel items to the users.
Finally, this user representation was used to recommend novel items that were relevant to the user
history but had not been chosen by the users.
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Most recently, Fu et al. [21] designed a self-enhanced module called SerenEnhance to learn the
fine-grained facets of serendipity, to enhance the generic unified representation of serendipity
generated by Transformers [79]. The self-enhanced module is general enough to be applied with
many base deep learning models for serendipity. A series of experiments have been conducted to
show that SerenEnhance outperforms the state-of-the-art baseline models in predicting serendipity.

The unified representation learns a serendipity representation for a user with a relatively sim-
ple structure. The downside is that the unified representation, for most of the time, is a black box
and lacks interpretability. It is not straightforward for the researchers to understand what is in-
cluded and what is not included in this unified serendipity representation, and why it is effective.
Additionally, without direct ground truth data on serendipity, it is difficult for the deep learning
models to learn the subtlety of the serendipity features in one representation. As a result, many
other researchers focus on a decomposed approach to constructing the serendipity representation
in a separate and more explainable way, which we will discuss in the following section.

Decomposed Representation. Different from the unified representation, the decomposed represen-
tation decomposes serendipity into several components to represent. As shown in Figure 2(b), the
decomposed framework typically consists of two representation components: one for relevance
and the other for one of the serendipity components (unexpectedness, novelty, or diversity). The
recommender framework will then combine the two representations through either vector aggre-
gation or joint learning optimization. For example, to promote item novelty, Lo et al. [34] proposed
a model considering both relevance and novelty with two decomposed components. On one hand,
a relevance-based deep learning model (e.g., NCF [80], CMN [81], or NGCF [82]) was utilized to find
relevant items to users. On the other hand, a modified Gaussian radial basis function was adopted
to model the novelty tolerance in users’ preferences. The novelty component was integrated with
the relevance component through a joint loss function, guiding the model optimization toward
both novelty and relevance. Similarly, Li et al. [24] proposed a deep learning model to learn the
representation of serendipity from the aspects of relevance and unexpectedness. For the relevance
part, they leveraged a GRU-based model to get the prediction on relevance. For the unexpectedness
part, they estimated the unexpectedness level of each item through a self-attentive MLP, which fo-
cused on the items that were distant from the users’ historical behaviors. To generate serendipitous
recommendations, a utility function, which balanced the relevance and unexpectedness, was used
to calculate the loss and optimize the parameters for the model:

Utilityu,i = ru,i + unexpectednessu,i , (6)

where ru,i represents the relevance between the user u and the item i, and unexpectednessu,i rep-
resents the unexpectedness between u and i . Extensive offline and online experiments illustrated
that their proposed model had better performance compared with state-of-the-art relevance-based
prediction models. To provide novel items in the recommendations, Zou [83] proposed a deep
learning model to predict the novelty level of user-item pairs. After obtaining the relevance and
novelty representation simultaneously from two decomposed modules, an MLP layer was lever-
aged for the integration and generation of an overall vector for the prediction. This decomposed
method eventually outperformed the random predictor model and other novelty-seeking models.
Xu et al. [32] decomposed serendipity as unrated items that users may have high satisfaction with
but low interests in. To strike a balance between satisfaction and interests, they proposed a rec-
ommender system with two parallel structures: a weighted matrix factorization based model to
tackle the users’ interest prediction, and an MLP-based model to capture the complex relation-
ships between users and items for satisfaction prediction. Finally, the system combined interest
prediction and satisfaction prediction to extract unrated items and generate personalized recom-
mendations. Extensive experiments on real-world data demonstrated that their proposed model
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had promising performance compared with the state-of-the-art baselines. To quantify serendipity
for POI recommendations, Zhang et al. [27] also constructed decomposed representations of un-
expectedness and relevance separately. After first using the stacked transformer blocks to learn
the optimal representations for the users’ trajectory sequences, they generated the representations
for unexpectedness by using an average pooling layer to aggregate the trajectory representations
and a dense layer to further process the aggregated representations. At the same time, they gen-
erated the representation for relevance by concatenating vectors of four types of user preferences:
the general preference aggregated from trajectory representations, the current preference repre-
sented by the user’s last visited POI, the long-term preference calculated by the temporal and
geographical information of POIs, and the short-term preference generated by the user’s current
trajectory. Finally, the representations of unexpectedness and relevance were added together as
the serendipity representation for a user:

serendipity (u, i ) = λ × relevance (u, i ) + (1 − λ) × unexpectedness (u, i ), (7)

where relevance (u, i ) denotes the user’s relevance representation learned from user’s preference
on a POI, andunexpectedness (u, i ) denotes the user’s unexpectedness representation learned from
the relations between a POI and a user profile. To combine the two components, the model further
adds a hyperparameter λ as a tradeoff parameter. The model training process jointly optimizes the
two components. The experimental results showed that their proposed model outperformed the
state-of-the-art POI recommendation models in terms of both accuracy and serendipity. To pro-
vide diversified recommendations, Chen et al. [39] focused on extracting users’ multiple interests
from their sequential behaviors. A GRU-based module was proposed to first mine users’ general
interests to learn the representation of relevance. Then a multi-head attention mechanism was
introduced to learn the users’ interests from different aspects, which was used as a user’s diver-
sity representation. The recommendations were generated based on the combination of the two
representations through their joint loss function.

Although the decomposed approaches may generate a more explainable serendipity representa-
tion, the tradeoff between different components is usually arbitrarily set as a hyperparameter in the
models or the loss functions. If the value of this tradeoff hyperparameter is set small, the final rec-
ommendations may end up being regular relevance-oriented recommendations. On the contrary,
if the value of the hyperparameter is large, the recommender systems may risk recommending
irrelevant items. Additionally, many researchers argue that the experiences of serendipity vary
for different users. Even for the same user, the feeling of serendipity changes over time. The bal-
ance between relevance and serendipity should be calculated individually and dynamically. Some
researchers believe that it may be beneficial to estimate the current state for a user: whether the
user would prefer serendipitous recommendations or not, then dynamically adjust the balance be-
tween relevance and serendipity. These methods regard the serendipity-oriented recommendation
as a dynamic decision-making process, which will be introduced in the following section.

3.2.2 Dynamic Representation Learning for Serendipity. Compared with the static serendipity
representation, a dynamic representation could help the model first track the change of users’
real-time expectations and then make a decision on recommendations. We further categorize the
current models of this type into two subtypes: switching systems as shown in Figure 3(a) and
reinforcement learning systems as shown in Figure 3(b).

Switching Systems. In the switching systems, the models will provide recommendations de-
pending on a user’s dynamic state, as shown in Figure 3(a). If a user’s state indicates that the
user is now more interested in unexpected or novel items, the model will work in the mode of
serendipity recommendations. Otherwise, the model will be a regular recommender. For example,
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Fig. 3. Dynamic representation learning for serendipity.

Zhang et al. [28] recommended novel restaurants for users for their next dining options. To im-
prove the users’ satisfaction, they designed a switching recommendation system, which first esti-
mated the users’ willingness on seeking novel restaurants and then selected to model the users’
behaviors for novel or regular restaurant recommendations accordingly. To be more specific, be-
fore making recommendations to users, a conditional random field model with prior knowledge
was proposed to infer the novelty-seeking state of a user:

p (yt |x ) =
1

Z (wk )
exp �

�

K∑

k=1

wk fk (yt−1,yt ,X (t ))�
�
, (8)

where p (yt |x ) is the probability of a user being willing to visit a novel restaurant at timestep
t . fk is one latent feature extraction function, and there are K such functions. X (t ) =

(X1 (t ),X2 (t ), . . . ,Xm (t )) is the set of user or item explicit (not latent) input features at timestep t .
wk is a learnable weight for the kth latent feature. Z (wk ) is calculated as follows:

Z (wk ) =
∑

y

exp
K∑

k=1

wk fk (yt−1,yt ,X (t )). (9)
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If a user was predicted to be novelty seeking, a context-aware model would be selected to explore
novel restaurants that the user had not visited before. Otherwise, a hidden Markov model would
be employed to recommend regular restaurants that users had visited in the past.

The switching systems completely split the serendipity and relevance as two separate scenar-
ios. However, some real-life scenarios may need to blend the two and dynamically adjust the bal-
ance between them. To allow such capacity, some research introduced the well-established deep
reinforcement learning approach into the serendipity recommendation research. In deep reinforce-
ment learning, the system collects the users’ real-time feedback for state updating and for serendip-
ity recommendations.

Deep Reinforcement Learning Systems. The approach of deep reinforcement learning combines
the advantages of deep learning and reinforcement learning, which dynamically updates users’
current state representation from their real-time feedback, and optimizes the model parameters
toward maximizing the expected benefits in the future. How the approach works is presented in
Figure 3(b). Deep reinforcement learning is essentially a mathematical framework for sequential
decision making, which is capable of tracking the users’ shift of expectations through real-time
interactions between users and the system [84].

Different from the pure deep learning models, the parameters in deep reinforcement learning
are updated dynamically. Therefore, deep reinforcement learning systems are able to sensitively
track the tendency of a user’s expectation shift and generate a more effective state representation
for serendipitous recommendations. For example, to avoid recommending similar news to users,
Zheng et al. [85] proposed a deep Q-learning network based recommendation framework, which
incorporated an exploration strategy to find new attractive news for users. To track the dynamic
state of user preferences, they first used survival models [86, 87] to model the users’ state rep-
resentations based on the users’ activeness on the news application. Then, a deep reinforcement
learning framework was applied to generate recommendations and estimate the future rewards
from the users’ feedback. To enhance the serendipity level in recommendations, a double train-
ing structure with an original network and an auxiliary network was further introduced in the
system. By adding uncertain noises to the original recommendation network, an auxiliary net-
work was constructed to explore the new items and compete with the original model. As shown
in Equation (10), the weight in the auxiliary networkWaux is generated by adding random noise
(α · rand (−1, 1) ·Worд ) to the weight in the original network:

Waux =Worд + α · rand (−1, 1) ·Worд , (10)

where α is the exploration coefficient, and rand (−1, 1) denotes a random number between –1 and
1. If the auxiliary network performed better, it means that the user was more in the mood for ex-
ploring unexpected news and the original network would be replaced by the auxiliary network. In
another study, to explore the songs that were far from the user’s preferences, Sakurai et al. [88]
proposed a reinforcement learning based recommender system to recommend playlists with high
diversity for the users. By first projecting the acoustic features of each song to a two-dimensional
vector using t-distributed stochastic neighbor embedding, the authors constructed a map for all of
the songs in two-dimensional space. Then, a deep reinforcement learning model was leveraged to
explore the songs in the map that users might be interested in. Three strategies were proposed by
the authors to explore a wider range of the songs. First, they initialized the position of the starting
point in the map based on the users’ preferences, which could prevent the model from exploring
songs that were irrelevant to the users’ preferences at the beginning. Second, two types of rewards
were defined in the reinforcement learning to update a user’s state toward diversity. One was the
discovery reward, calculated by the number of different songs discovered by the model at each
timestep. The other one was the moving reward, which gave the punishment to the model once it
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discovered irrelevant songs that shared no acoustic features with the user profile. Third, to avoid
recommending the repetitive songs, the songs already discovered by the reinforcement learning
model were removed from the map. The proposed model was proven to be efficient in generat-
ing the music playlist with high diversity. In another study, to promote the diversity and novelty
of the recommendation results, Stamenkovic et al. [89] adopted the deep reinforcement learning
framework to estimate the model rewards on accuracy, diversity, and novelty based on users’ real-
time feedback and update the users’ state representation accordingly. Specifically, the reward on
accuracy was defined as a binary score of whether the recommended item was clicked or not.
The reward on diversity was defined as the inverse cosine similarity value between the user’s last
clicked item and the top predicted item from the model. Last, the reward on novelty was defined as
a binary score of whether the recommended item was an unpopular item or not. By combing these
three different types of rewards, the proposed deep reinforcement learning framework was able to
simultaneously satisfy three objectives: improving click rates, diversifying recommendations lists,
and introducing novel items. Extensive experiments were conducted on two real-world sequential
e-commerce datasets and the results revealed the model effectiveness.

To sum up, deep reinforcement learning dynamically captures a user’s state and the shift of the
user’s preferences on serendipity. However, most of the deep reinforcement learning studies model
the users’ historical behaviors as a Markov Decision Progress (MDP), which only considers the
impact of the users’ immediately previous state. Although it helps decrease the computational com-
plexity of deep reinforcement learning, this first-order MDP assumption ignores the information
from users’ long-term behaviors. It would be more meaningful to enhance the state representation
on serendipity for users by considering both real-time feedback and longer history in the future
studies.

3.3 Post-Processing Stage

In the post-processing stage, a pool of candidate items has already been identified by a deep learn-
ing model. By selecting from the candidate pool and rearranging the ranking order in the post-
processing stage, the recommender systems aim at generating a serendipity-oriented recommen-
dation list. For example, after first obtaining a candidate set of items, Cheng et al. [55] generated a
diversified recommendation list by selecting a subset from the candidate items that could maximize
the diversity score, calculated as the sum of the dissimilarity between each candidate item pair:

diversity (y) =

∑
i, j ∈y,i�j d (i, j )

1
2n(n − 1)

, (11)

where diversity (y) is the diversity score of an item set y. n denotes the total number of the items
in the item sety. d (i, j ) denotes the dissimilarity between item i and j in the item sety, which is cal-
culated by the inverse value of cosine similarity. Their proposed method outperformed all baseline
models on the coverage of different genres in movie recommendations. Abdollahpouri et al. [90]
proposed a personalized diversification re-ranking approach to increase the proportion of less pop-
ular items in recommendation lists. To increase the chance of discovering unpopular items, they
first generated a candidate item list for recommendations based only on the relevance score. Then,
by adding a bonus score to the candidate items whose categories were not in the initial top-k recom-
mendation list, the system re-ranked the candidate item list and generated a new top-k recommen-
dation list with a high probability to discover unpopular items. Two offline experiments showed
that the proposed re-ranking approach was capable of reducing the popularity bias and balancing
the tradeoff between accuracy and diversity more effectively. Huang and Wu [91] focused on pro-
viding a diversified recommendation list to improve the users’ experiences on exploring POIs. The
main goal of this study is to find POIs that were not similar to the users’ historical records but were
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Fig. 4. Classification of serendipity recommendation model evaluations.

still correlated to their interests. The authors leveraged a Bi-LSTM model to learn the representa-
tion for user preferences and generated an initial candidate POI set that was relevant to the target
user’s historical behaviors. After training the model, to improve the diversity in the recommenda-
tion list, they further used the user’s preference vector to find top-n similar users and collected
another set of POIs that were viewed by these similar users but not by the target user. Finally, the
recommender system mixed these two POI sets and generated a more diverse recommendation list.

To sum up, various efforts on incorporating serendipity components into deep learning struc-
tures have been conducted in recommender systems. The explorations on different structures of
models provide diverse and inspiring views for further research. However, modeling serendipity
is still a great challenge due to the elusive nature of serendipity. Its elements of accident and uncer-
tainty are susceptible to systematic control and prediction. Once you model it, you tend to lose it.
Additionally, as in most application domains, deep learning models lack interpretability. Although
having promising results, deep learning models may not truly understand serendipity. With the
recent development for transparent and explainable AI, serendipity recommendation research will
benefit from casting light into the “black box” of the neural networks and obtaining some formats
of explanations.

4 SERENDIPITY RECOMMENDATION EVALUATION

In this section, we discuss two commonly used methods in evaluating serendipity recommendation
models, similar to evaluating most recommendation models: offline experiments and online exper-
iments, as shown in our evaluation classification scheme in Figure 4. In the offline experiments,
the traditional machine learning testing methods are adopted. The performance of the recommen-
dation model will be evaluated using part of users’ historical data reserved in the testing dataset.
There is no need to recruit real users. In the online experiments, the researchers will recruit users
either in a lab or in a deployed platform to try out the recommender and provide feedback. We
will discuss each of them in the following sections.

4.1 Offline Experiments

For the offline experiments, the models are evaluated against the existing historical data. Similar
to the traditional relevance-oriented models, the evaluation of serendipity-oriented models needs
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both ground truth data and evaluation metrics. However, compared to the relevance-oriented
ground truth data, fewer serendipity-oriented ground truth datasets are available. Therefore, we
will organize the offline experiments into two scenarios: experiments without and with ground
truth data on serendipity.

4.1.1 Offline Experiments Without Ground Truth Data on Serendipity. There are widely used
public datasets for the evaluation of relevance-oriented recommender systems, such as MovieLens
[92], the Amazon Review datasets [37, 74], the Yelp Challenge dataset [93], the Book-Crossing
dataset [94], and the Netflix Competition dataset [95]. A summary of the datasets is presented in
Table 2. All of these publicly available datasets contain users’ historical ratings on the items, which
could serve as the ground truth for relevance but not for serendipity. Some researchers attempt
to engineer a pseudo ground truth dataset for serendipity from the original relevance-oriented
datasets so that they can directly train the serendipity models using the engineered ground truth
data and leverage the accuracy-based metrics to evaluate the experimental results. For example,
Zhang et al. [28] tested the performance of their novelty-seeking system using two publicly avail-
able datasets from two websites: SinaWeibo and DianPing. However, these two datasets had no
ground truth label for novel restaurants. They defined the novel restaurants as the restaurants
that users had not visited before. Through the definition, they obtained the ground truth on nov-
elty. Then they directly leveraged accuracy and NDCG as metrics to evaluate the model’s perfor-
mance on novelty, and compared their model with various baseline models (e.g., logistic regression,
PPTM [96], and NSTM [97]). The results showed that their proposed model outperformed all of
the baseline models on novel restaurant identification for both of the two datasets. Zhang et al.
[27] trained and evaluated their proposed Serendipity-Oriented Next Point-of-Interest Rec-

ommendation (SNPR) model based on two datasets. However, these two datasets had no ground
truth data on serendipity. To train their model, the authors defined and then calculated a serendip-
ity score of each item as the ground truth. Specifically, the serendipity score was calculated by
adding together two components: a relevance score and an unexpectedness score. The relevance
score was available in the two original relevance-oriented datasets. The unexpectedness score
was defined as the differences between a user and a POI. The authors then trained and tested a
transformer-based deep learning model using the engineered ground truth data. The experiments
were conducted by comparing their proposed model SNPR with three different groups of baseline
models. The results showed that their proposed SNPR model achieved the best performance in
identifying serendipity on all datasets.

Meanwhile, some researchers might find it difficult to define the ground truth data on serendip-
ity due to its complex and subtle nature. Most researchers therefore trained the serendipity-
oriented models on the data with relevance-oriented ground truth and evaluated the performance
of these models through some self-defined evaluation metrics for serendipity, such as the propor-
tion of unpopular or new items, the number of different items’ categories, the overlaps between the
recommendations and the users’ historical records, and so forth. These serendipity evaluation met-
rics are all defined in a post hoc manner after the model training. For example, Li et al. [58] trained
and evaluated their proposed movie recommender system based on two large-scale relevance-
oriented datasets—MovieLens-1M and MovieLens-latest-small—also listed in Table 2. They evalu-
ated the performance of their model using one traditional accuracy-based metric (F1 score) and two
self-defined metrics for serendipity, representing the novelty aspect and the diversity aspect respec-
tively. They measured the novelty of a recommendation list as the inverse value of a user’s average
rating on the movies in the recommendation list. They measured diversity using the sum of the
Jaccard similarity of any movie pair in the recommendation list. While training the proposed rec-
ommendation model on three relevance-oriented datasets—Yelp, MovieLens, and Youku—Li et al.
[24] evaluated the model using both the traditional accuracy-based metrics and the self-defined
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Table 2. Publicly Available Datasets for Developing and Evaluating Recommendation Models

Dataset No. of Users No. of Items No. of Ratings Rating Scale
MovieLens-100K 943 1,683 100,000 1–5
MovieLens-1M 6,040 3,706 1,000,209 1–5
MovieLens-10M 69,878 10,681 10,000,054 1–5
MovieLens-20M 138,493 27,278 20,000,263 1–5
MovieLens-25M 162,541 62,423 25,000,095 1–5
MovieLens-latest-small 610 9,742 100,836 1–5
Amazon-Movies 44,439 25,047 1,070,860 1–5
Amazon-Books 367,982 603,668 8,898,041 1–5
Amazon-Kindle Store 3,061 6,073 132,594 1–5
Yelp Challenge 76,564 75,231 2,254,589 1–5
Book-Crossing 92,107 271,379 1,031,175 1–10
Netflix 480,189 17,770 100,480,507 1–5

serendipity-based metrics. For the accuracy-based metrics, they used AUC and hit ratio (HR@K).
For the serendipity-based metrics, unexpectedness was proposed to measure the distance between
the recommended item and each of a user’s interest clusters. Another serendipity-based metric
used in this study was coverage, which calculates the percentage of distinct items in all recom-
mendation rounds against the total number of distinct items in the dataset. The results show their
proposed model outperformed all baseline models on both accuracy-based and serendipity-based
metrics in all three datasets. Wang et al. [98] trained and evaluated their model for recommending
long-tail items on the review data from the RateBeer website. The dataset had no ground truth data
on serendipity. The authors used users’ ratings to first train their proposed model and then eval-
uated the performance of the model from three aspects: accuracy, recall, and coverage. Coverage
was calculated as the ratio of the total number of different recommended items in all recommen-
dation rounds among all items, which was the key metric to evaluate the model’s performance on
recommending the long tail items. By making comparisons with three commonly used baseline
models, their proposed model outperformed all baseline models on the three metrics, suggesting
the better performance on mining unpopular long-tail items while maintaining a good accuracy.

In summary, these preceding evaluation efforts are designed to leverage existing data and avoid
the direct ground truth collection on serendipity. However, without a universal agreement on
the definition of serendipity among researchers, the engineered ground truth as well as those
self-defined evaluation metrics tend to be debatable, making both the models and the results not
sufficiently systematic or generalizable.

4.1.2 Offline Experiments with Ground Truth Data on Serendipity. The studies with ground
truth data on serendipity have advantages for both training and testing. For the testing purpose,
accuracy-based metrics, such as precision, recall, MRR, and NDCG, can be directly used to measure
the accuracy of recommending serendipity. Currently, as far as we know, there is only one publicly
available dataset with human-labeled serendipity, named Serendipity-2018. The Serendipity-2018
dataset was collected by Kotkov et al. [15] from the GroupLens research group, who conducted a
survey to collect users’ opinions about whether a movie they watched was a serendipity. Specifi-
cally, they took advantage of an existing dataset they collected a few years back, called MovieLens-

1M, and re-invited those users from that dataset to give additional ratings on the level of serendip-
ity of the movies they watched in a retrospective way. As the result, they collected 475 users’
serendipity responses regarding 2,146 movies. With the user annotations on serendipity of the
movies, although not large scale, this Serendipity-2018 dataset has been used by several researchers
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for model training and testing of their serendipity recommenders. For example, Pandey et al. [99]
used the Serendipity-2018 dataset to train and evaluate their model. However, considering that
the Serendipity-2018 dataset is not large scale enough to train the model, they first pre-trained
the model on a large relevance-oriented dataset, then fine-tuned the model using 75% of the data
from Serendipity-2018. The remaining 25% of the data served as the testing set to evaluate the
performance of the model. By comparing with the state-of-the-art baseline models, their method
achieved the best performance on NDCG. Ziarani and Ravanmehr [100] also trained and evalu-
ated their proposed CNN-based serendipity recommendation model on Serendipity-2018. Instead
of pre-training the model on a large relevance-oriented dataset, they first increased the size of the
Serendipity-2018 dataset by randomly adding five non-serendipitous records for each user from
MovieLens-1M, the original source data that were used to construct Serendipity-2018. Then, the
authors separated the enhanced dataset into training and testing sets to train and evaluate their
proposed model. They used one self-defined metric (SRDP) and two widely used accuracy-based
metrics (hit ratio and NDCG). SRDP was defined as the proportion of serendipitous items, which
were unexpected but rated positively. Unexpectedness labels were also available in Serendipity-
2018. The authors conducted a series of offline experiments and compared the performance of their
proposed model with four state-of-the-art methods in serendipitous recommendation systems at
that time. The final results illustrated that their proposed model outperformed all baseline models
in terms of SRDP and hit ratio. Additionally, their proposed model sacrificed less on NDCG. They
concluded that their proposed model improved the performance of recommending serendipitous
items and established a balance between accuracy and serendipity at the same time.

4.2 Online Experiments

Different from offline experiments, online experiments directly interact with users and collect
the users’ feedback. Based on the experiment setups, online experiments could have two types:
lab-based experiments with a prototype recommender and deployment-based experiments with a
deployed recommender.

For the lab-based experiments, the researchers implement the prototype of their proposed rec-
ommendation model and invite participants to their lab. For example, Afridi [22] evaluated the
re-ranking algorithm for serendipity recommendations by conducting a lab-based evaluation at
a university. He invited 60 students majoring in accounting and finance from a business school
to participate in the study and conducted the online experiment in two steps. First, a recommen-
dation list of study materials was generated by an accuracy-based model. It was presented to all
of the participants, who were asked to fill out a questionnaire on their feelings of novelty, sur-
prise, and satisfaction. Second, a new recommendation list re-ranked by a serendipity-oriented
model was displayed, and the participants were asked again to fill out the same questionnaire
of their feelings. By comparing the users’ feedback between the accuracy-based model and the
serendipity-oriented methods, the authors found that the proposed re-ranking methods can sig-
nificantly improve users’ satisfaction on the recommendations in the lab experiment. In another
study, Jenders et al. [101] evaluated their proposed serendipity-oriented recommender system by
conducting a lab-based experiment, which invited 27 people with a background in natural sciences.
The participants were presented with the five highest ranked articles generated by one of the five
ranking models. Then, the participants were asked to rate on a Likert scale from 1 to 5 on the
relevance level and the serendipity level of the recommended articles. The experimental results
showed that their proposed model received relatively balanced serendipity ratings and relevance
ratings compared with other baseline models.

In the lab-based experiments, the number of participants is typically small-scale and may not be
representative enough of potential users. Therefore, in addition to lab-based experiments, many
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researchers, especially from industries with the help of the corporate infrastructure, tend to con-
duct the deployment-based online experiments, where the proposed recommender systems are live
with real-time users. Compared with lab-based experiments, the deployment-based approach is
able to reach a large number of users in a short period of time and therefore collect large-scale feed-
back. However, the requirement of infrastructure support could be a barrier for many researchers
who do not have such resources immediately available. Currently, most of the deployment-based
experiments are conducted by big-name companies with infrastructure support. For example,
Huang et al. [23] conducted a 4-day online experiment in Baidu, a large search engine in China,
and selected CTR (click-through rate) as the metric to evaluate the performance of their proposed
CNN-based serendipity recommendation model. Compared with the other five baseline models,
their proposed method achieved the highest CTR score, indicating the best user engagement lev-
els. Chen et al. [42] and Wang et al. [102] both conducted a large-scale online experiment on a
well-known mobile e-commerce platform in China called Mobile Taobao to obtain the users’ per-
ceptions toward serendipity in recommendations. The users were asked to answer questionnaires
about personal background and serendipity assessment immediately after receiving recommen-
dations from the system. In addition to serendipity, they evaluated the curiosity level of users
after seeing those recommendations. They used the well-established Curiosity and Exploration
Inventory-II [103], which has 10 questions to evaluate users’ curiosity levels.

By deploying the recommendation model to a commercial news website for 1 month, Zheng
et al. [85] conducted an online experiment to evaluate the performance of the proposed news rec-
ommendation model. They selected five typical machine learning or state-of-the-art deep learning
models as the baseline models. User feedback was recorded for each model respectively. As the
result, their proposed model outperformed all five baseline models on both accuracy-based met-
rics and the diversity-based metrics. Li et al. [24] also conducted online experiments by designing
an online A/B test in addition to their offline experiments mentioned in Section 4.1.1. They de-
ployed their model on Alibaba-Youku, which is a major video recommendation platform in China,
and collected users’ real-time feedback. During the A/B testing period, the authors compared their
proposed model with the current model on the Alibaba-Youku platform. The two recommenda-
tion models were used randomly by the user traffic. The users’ feedback (received by clicking or
not clicking the recommendations) on the two models was recorded respectively. To evaluate the
recommendation relevance, they used four standard accuracy-based metrics. To evaluate the un-
expectedness and diversity, they used the same metrics of unexpectedness and coverage as their
offline experiments, but the data were from user feedback this time. The model gained a significant
improvement on both of the four accuracy-based metrics and two serendipity-based metrics.

To sum up, compared to offline evaluations, online experiments are able to evaluate the rec-
ommendation model performance more directly by collecting real-time user feedback. However,
collecting sufficient users’ feedback data is both time- and labor consuming, which is not able to
scale up. Additionally, the deployment-based user studies need the support of platform infrastruc-
tures and existing user traffic, which tend to be inaccessible for researchers without an industry
background.

5 FUTURE DIRECTIONS AND OPEN ISSUES

After reviewing the existing research on deep learning methods for recommending serendipity,
we suggest the three future directions.

5.1 Ground Truth Data Generation for Serendipity

One of the prominent challenges in serendipity recommendation research is the lack of ground
truth data. Human annotations of serendipity experiences are rare and difficult to collect. In
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contrast, there are abundant sources of user reviews these days. User reviews are a rich source
for understanding users’ opinions and experiences, and therefore they are widely collected by
various industries and governments. We expect user reviews to provide valuable self-reports of
naturally occurring serendipity. Currently, this type of data is highly underused. If the reviews
containing serendipity experiences could be automatically identified by machine learning or deep
learning models, a huge amount of review data could be utilized as the “labeled” data for serendip-
ity recommendation research. Therefore, research on effective text mining and natural language
processing models to detect the users’ serendipity experiences from the reviews is meaningful, al-
though few researchers have been working on such areas. Recently, tremendous success has been
observed in deep learning methods in various natural language processing tasks, including senti-
ment analysis and machine translation, among others. We believe that deep learning models are
able to identify a serendipity experience not from a piece of user reviews. What makes user reviews
more valuable is that those reviews were usually collected together with user profiles, user ratings,
and other user behaviors. Connecting these data is useful for recommender systems research to
link users, items, and their interactions.

5.2 Timing for Serendipity Recommendations

Most of the existing studies focus on identifying what is serendipitous to a user, but few of them
work on when to recommend serendipity. Users may not always need serendipity, and their de-
mands on serendipity may change over time. Finding appropriate timing to provide serendipitous
recommendations could also help improve the users’ satisfaction. Both user factors and context
factors need to be considered to identify good timing. The user factors include users’ demograph-
ics and behaviors. The context factors could be the time and the location. For example, a user who
is on vacation at Miami Beach during Christmas would have a different need for serendipity than
if the same user is having a regular day at the office. Both factors are ever-changing, and their
impacts of serendipity tend to be uncertain. One possible solution is the deep reinforcement learn-
ing approach, which dynamically captures a user’s state and updates the model using the user’s
real-time feedback. However, as mentioned in Section 3, most existing deep reinforcement learning
models users’ behavior patterns as a first-order MDP, constructing a state only based on the impact
of the immediately previous state. While reducing the computational complexity, this first-order
process loses much valuable information that could have been obtained from a longer sequence of
states. Future research could go along the direction of the deep reinforcement learning approach
but without the first-order sequence assumption to find timing for serendipity recommendations.

5.3 Cross-Domain Learning for Serendipity Recommendations

Cross-domain recommender systems have been proposed as a mitigation to the problem of data
sparsity. Different from the traditional recommender systems that only focus on recommendations
in one domain (e.g., only movies or only books), cross-domain recommendations utilize the infor-
mation from multiple domains to enrich the information of the target domain. By providing extra
knowledge, cross-domain recommendations bridge the different domains and help the recommen-
dation models improve the performance in the target domain. Researchers believe that the users’
behavioral data from different domains may potentially help to understand the user better and
identify serendipitous items for this user [104]. Furthermore, cross-domain recommender systems
can assist with tracking the shift of user interests by transferring knowledge from the source do-
main(s) within a time frame [105]. As mentioned before, lacking enough ground truth data on
serendipity is a big challenge for applying deep learning methods to serendipity-oriented recom-
mendations. If we collect ground truth data on serendipity in a few domains, it will be helpful
to transfer these domains’ knowledge to other domains for serendipity discovery. Additionally,

ACM Computing Surveys, Vol. 56, No. 1, Article 19. Publication date: August 2023.



Deep Learning Models for Serendipity Recommendations 19:21

transferring knowledge from multi-domains will provide more diverse viewpoints on users or
items and is therefore beneficial for serendipity-oriented recommendations. Currently, a lot of
cross-domain approaches are leveraged by the researchers to solve the cross-domain recommen-
dation problem, such as transfer learning, zero-shot learning [106, 107], and the pre-train and
fine-tune mechanism [99]. Among them, transfer learning is the most commonly used approach in
cross-domain recommendations with the ability of learning projection functions between domains
to transfer knowledge between different but related domains [108]. However, as far as we know,
there are few efforts in applying transfer learning in serendipity cross-domain recommendations.
There are many open research questions, such as non-overlapping user or item knowledge transfer
(this is especially the case for different serendipity domains), heterogeneous data, and robustness
and privacy issues. More explorations on cross-domain learning for serendipity recommendations
are worth pursuing in the future.

6 CONCLUSION

This survey summarized and classified the existing research on the deep learning approaches for
serendipity-oriented recommendation models. It provided a thorough review of serendipity def-
initions, deep learning models, available datasets, and evaluation approaches. For the definition
of serendipity, four components were discussed: unexpectedness, novelty, diversity, and relevance.
As for the deep learning models, three different stages were categorized according to the incorpora-
tion of serendipity components: the pre-processing stage, in-processing stage, and post-processing
stage. For the serendipity evaluation methods, offline experiments with or without serendipity
ground truth data, as well as online experiments involving user interactions with prototypes in
the lab or deployed systems on platforms were discussed.

Although challenges persist in applying deep learning models to serendipity-oriented recom-
mendations, the remarkable success of deep learning in recommender systems motivates re-
searchers to further explore new trends and potential directions. We believe that with the ad-
vancement of technology and the improved understanding of deep learning, researchers will be
able to deliver serendipitous information more effectively in digital environments, empowering
individuals with an increased chance of encountering beneficial discoveries.
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