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Abstract. Despite increasing research on product rating prediction, very few studies have 
considered user-item interaction relationships at multiple levels. To address this critical limita
tion, we propose a novel rating prediction method based on multi-interaction attention 
(RPMIA) by learning user-item interaction relationships at three levels simultaneously from 
online consumer reviews for predicting product ratings with reasonable interpretability. Spe
cifically, RPMIA first deploys a multihead cross-attention mechanism to capture the interac
tion between contexts of items and users. Then, it uses a bilayer gate-based mechanism to 
extract the aspects of items and users and a self-attention mechanism to learn their interaction 
at the aspect level. Finally, the aspects of users and items are coupled together to form mean
ingful user-item aspect pairs via a joint attention. A multitask predictor that integrates a fac
torization machine and a feedforward neural network is designed to generate a rating 
prediction. We empirically evaluated RPMIA with seven real-world data sets. The results 
demonstrate that RPMIA outperforms the state-of-the-art methods consistently and signifi
cantly. We also conduct a user study to assess the interpretability of the RPMIA method.
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1. Introduction
With the explosive growth of e-commerce, consumers are frequently overwhelmed by the massive amount of prod
uct information available online (Markopoulos et al. 2016). Amazon, one of the world’s largest and most well- 
known e-commerce companies that accounts for nearly 40% of the U.S. e-commerce market in 2023, lists more than 
600 million products on its website,1 providing rich product options but also challenges to consumers when they 
shop online. To cope with the information overload problem, numerous recommender systems have been devel
oped and deployed for recommending useful products or information to boost business and facilitate consumers’ 
purchase decisions (Adomavicius et al. 2022). Product rating prediction is one of the most crucial tasks in recom
mender systems that is aimed to predict the ratings of products for an individual consumer so that the products 
with the highest predicted ratings can be recommended to the consumer (Siering et al. 2018, Zhang et al. 2021).

In recent years, online consumer reviews (OCRs), including product ratings, have become a critical channel for 
consumers to share their experience with purchased products, gather information about certain products of 
interest, and make informed purchase decisions (Shin et al. 2020, Guo et al. 2021, Liu et al. 2021). Traditional 
product rating prediction models for recommender systems primarily relied on product ratings (e.g., collabora
tive filtering-based recommender systems). They have ignored the context of giving those ratings, which may 
lead to inaccurate understanding of user preferences. Because OCRs include rich contextual information about 
both users and items, analyzing the OCRs of the same target item and of the same target users by a product rat
ing prediction model should be able to help the model achieve a more comprehensive understanding of user 
preference and item characteristics. Some previous studies have proposed methods for making rating predictions 
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based on OCRs (Li et al. 2019, Wang et al. 2021, Zhu et al. 2022, Yu et al. 2023). Those methods can be classified 
into two categories based on the types of modeling techniques used. The first category is the topic-based method, 
which employs topic modeling techniques (e.g., latent Dirichlet allocation (LDA)) to model the text of OCRs 
(Hernández-Rubio et al. 2019). However, it only focuses on the content topic of OCRs while neglecting other key 
information in OCRs, such as consumer emotions and product aspects (i.e., product features like the color and 
weight). The second category is the aspect-based method, aiming to extract aspect-related sentiments from OCRs 
and use them to infer user interests (Hernández-Rubio et al. 2019, Yu et al. 2023). The term “aspects” refers to fea
tures, attributes, or dimensions of a product that consumers comment in their reviews, such as lens and battery life 
of a digital camera or features of a consumer. More recently, increasing studies start exploring deep learning techni
ques for extracting aspect information from OCRs (Li et al. 2019, Wang et al. 2021, Zhu et al. 2022). For example, 
Zhu et al. (2022) employed a bidirectional recurrent neural network and a self-attention2 mechanism to extract 
aspects from OCRs. The extracted aspects are used to model users and represent items for the rating prediction.

Although some existing studies on rating prediction based on OCRs have already considered aspects in OCRs 
(Li et al. 2019), very few have delved into the interactions between users and items at a more fine-grained level 
that can provide more detailed cues about preferences of a target user for product aspects, the perceptions of 
users about individual aspects of a product, and the association between the user preferences and item aspects 
so as to improve rating predictions. Specifically, existing studies have the following major limitations. First, few 
of them distinguish the importance of different contexts and model the interactions between users and items 
from multiple views at a context level. In this study, the term context is referred to as the circumstances or local 
information of a term (e.g., a number of words before and after a target term) in a review. Existing studies usu
ally extract contexts from reviews through a convolutional neural network (Wu et al. 2019, Wang et al. 2021). 
Those studies do not consider interaction between users and items at a context level from multiple views, which 
cannot distinguish the importance of contexts. Second, not all terms in a review are equally important or even 
relevant to an item aspect. In addition, the same term may have considerably different meanings when the term 
is associated with different item aspects. For example, when the same term “long” is used to describe the aspect 
“standby time” of a smartphone and the aspect “boot time” of a PC in two reviews, it represents very different 
sentiments of users toward those two aspects. The term sentiments refers to the emotional tones or attitudes 
toward products and services expressed in reviews. As a result, a rating prediction model should consider the 
context of the commented aspects in a review when modeling user representation, referred to as user-item inter
actions at an aspect level in this paper, which has been largely ignored in current research. Third, existing studies 
do not fully couple aspects of users and items and distinguish the varying importance of coupled user-aspect 
and item-aspect pairs to rating prediction. Considering ratings should reflect the user’s opinions on item aspects 
expressed in reviews, it is important that a rating prediction model couples a user aspect and an item aspect to 
better represent the associations between them, which has rarely been considered in literature.

Motivated to address the above-mentioned limitations of existing research, this study aims to answer the following 
three overarching research questions. (1) How to identify and extract key information from OCRs at multiple levels? 
(2) How to learn the interaction relationship between consumers and items from OCRs at multiple levels? (3) Can 
incorporating such interaction relationships into a rating prediction model improve its performance? To answer these 
research questions, in this paper, we propose a rating prediction model based on multi-interactive attention (RPMIA) 
for learning the underlying reason why a consumer gives a certain rating to a product from OCRs by learning the 
interaction relationships between consumer-specific reviews and product-specific reviews at three levels, including 
the context, aspect, and aspect pair levels. RPMIA consists of five modules, including an embedding module, a 
context-aware module, an aspect-aware module, a user-item aspect pairs (UIAP)-aware module, and a prediction 
module. Specifically, the embedding module generates initial embedding representations of consumers and products. 
Then, the context-aware module employs a multihead cross-attention method to learn interaction relationships 
between consumers and products at a context level, and the aspect-aware module extracts and learns the interaction 
relationships at an aspect level through a bilayer gating-based mechanism and a self-attention mechanism. Further
more, we propose the UIAP-aware module to further capture the interaction relationships through UIAP identified 
by an attention mechanism. Finally, a multitask predictor that integrates a factorization machine and a feedforward 
neural network is used to predict ratings in the prediction module. The empirical evaluation shows superior perfor
mance of RPMIA in rating prediction in comparison with state-of-the-art baseline models.

2. Literature Review
2.1. Online Consumer Reviews
There have been extensive studies on user3 behavior analysis (Sanchez-Loor and Chang 2023, Zhang et al. 2023), 
review helpfulness (Hong et al. 2017), and rating predictions based on OCRs (Khan and Niu 2021, Yu et al. 2023). 
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Some deep neural networks, such as convolutional neural networks (CNN) and recurrent neural networks 
(RNN), have been used to automatically learn the latent features of an item and the preference of a user from 
review text for generating rating predictions (Wu et al. 2021). Khan and Niu (2021) proposed a novel CNN based 
model with depthwise separable convolutions for rating prediction based on product reviews. However, existing 
studies usually generate rating predictions based on the similarity between user representations and item repre
sentations, and none of them has considered interaction relationships between users and items at multiple levels 
when generating rating predictions.

2.2. Review-Aware Recommender Systems
OCRs, particularly the textual content of OCRs, have been exploited by many researchers for product recommen
dation. Some previous research has employed topic modeling techniques, such as LDA and nonnegative matrix 
factorization (NMF), to learn topics from OCRs (Hernández-Rubio et al. 2019, Yu et al. 2023). The term topics 
refers to as the central subjects or themes of reviews. Despite encouraging performance, those topic modeling 
methods ignore important context of terms in reviews. Some other studies make rating predictions based on 
product aspects commented in reviews. Chen et al. (2015) surveyed how consumer reviews have been exploited 
to improve product recommendations. Hernández-Rubio et al. (2019) investigated three classes of aspect extract
ing methods from reviews, including the vocabulary-based method, the double propagation method, and LDA 
method. The vocabulary-based method leveraged an aspect vocabulary, whereas a social network propagating 
method was used for the double propagation.

Recently, there has been emerging use of deep learning techniques to extract key information (e.g., context, 
aspect) of users and items from reviews in review-aware recommender systems. Da’U et al. (2021) employed a 
Bidirectional Long Short-Term Memory and a coattention network to learn user/item representations from 
review texts, which were integrated with the transaction data for product recommendation. Musto et al. (2017) 
extracted aspects from OCR based on sentiments. Kim et al. (2016) proposed a convolutional matrix factorization 
(ConvMF) method that employed a CNN to learn the representation of contextual information from review text. 
Wang et al. (2021) used two parallel CNNs to learn the context vectors of users and items from review text, 
respectively. Wu et al. (2019) proposed a context-aware model based on review text by implementing an atten
tion layer after convolutional layers to represent users and items. Li et al. (2019) extracted user viewpoints 
and/or item aspects from OCRs to model users and represent items for providing recommendations. Liu et al. 
(2021) proposed a multilingual aspect-based sentiment analysis method to extract aspects and their associated 
sentiments simultaneously. Nevertheless, most existing research on review-based recommender systems con
sider product contexts and aspects discussed in reviews equally important to product ratings, which may not 
often be the case. In addition, existing studies do not consider interaction relationships between users and items 
at the context and aspect levels. As a result, existing studies are unable to model users’ interest at a fine and suffi
cient granularity in order to produce accurate rating predictions.

2.3. Attention-Based Recommendation
The attention mechanism has been widely used in deep learning to allow various parts of input to contribute to 
model output at different levels (Zeng et al. 2021, Rashed et al. 2022). Attention-based recommendation can be 
categorized into two types: item-level attention and feature-level attention. The item-level attention has been 
used in both graph convolution network-based recommender systems (Lu et al. 2018) and session-based recom
mender systems (Yuan and Wu 2019) to differentiate the contributions of neighboring nodes to the user/item 
embedding learning process. For example, Lu et al. (2018) proposed a coevolutionary recommendation model 
that learned user and item representations jointly from ratings and review text by a gated recurrent unit (GRU) 
network using the attention mechanism. The feature-level attention uses the attention mechanism to learn the 
contributions of user and item representations. For example, Yuan and Wu (2019) proposed a user/item repre
sentation learning model through CNN to highlight semantic information in text relevant to users or items.

In summary, despite increasing research on product rating predictions based on OCRs, existing models have 
not considered deep interaction relationships between users and items at context, aspect, and aspect-pair levels 
simultaneously when making rating predictions, nor considered the varying importance of different contexts, 
aspects, and aspect pairs for modeling user preferences, nor empirically explored the interpretability of deep 
learning-based rating prediction models. As a result, the model performance may be suboptimal.

3. Research Methodology
To address the limitations of existing studies, we propose an RPMIA for rating prediction.
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3.1. Problem Formalization and Concepts
Table 1 presents some major symbols and their descriptions. The research problem in this study can be defined 
as follows: given a group of users U � {u1, u2, : : : } and an item (i.e., product) set V � {v1, v2, : : : }, RPMIA aims to 
predict the rating r̂u, v of a user u toward an item v. The candidate items are then ranked in a descending order of 
r̂, and the top K items with the highest predicted ratings will be recommended to user u.

Let’s first define the key concepts and symbols associated with RPMIA as follows:

Definition 1 (User-Specific Review Corpus). A user-specific review corpus (URC) is a collection of all reviews writ
ten by a user. We denote all reviews written by user u as URCu.

Definition 2 (Item-Specific Review Corpus). An item-specific review corpus (IRC) is a collection of all reviews of an 
item written by all users. We denote the collection of all reviews of an item v written by all users as IRCv.

Definition 3 (Context). A context is denoted as the circumstances or local information of a term at a certain posi
tion in a review. We refer to the contexts extracted from URC as user contexts and contexts extracted from IRC as 
item contexts.

Definition 4 (Aspect). An aspect is referred to as a feature, attribute, or dimension of a product that consumers 
comment on in their reviews.

Definition 5 (UIAP). A UIAP is a joint unit that combines a user’s aspect and an item’s aspect.

3.2. Key Design Rationales of RPMIA
There are several key design rationales of the proposed RPMIA method: 

i. To improve the performance of rating prediction, it is necessary to address the lack of considerations of the 
fine-grained multilevel interactions in existing literature.

ii. The contexts extracted from URC may contribute to individual items differently. Similarly, the counterparts 
from IRC may also have different levels of relevance and importance for different users. Therefore, it is necessary 
to consider the varying importance of contexts for predicting the rating of a user for the target item.

iii. Not all aspects commented in reviews contribute to the user/item representation equally. Therefore, it is 
important for a model to identify and give more attention to the important aspects for rating prediction.

iv. Because users and items usually have a joint effect on rating predictions, it can be helpful to consider UIAPs 
when coupling interaction relationships.

Based on the above design rationales, we propose the RPMIA model shown in Figure 1. The model consists of 
an embedding module, a context-aware module, an aspect-aware module, a UIAP-aware module, and a predic
tion module. Guided by the second design rationale, the context-aware interaction module is designed for learn
ing the interaction relationship between users and items at a context level, which is extracted by multiple 
convolution operations. By following the third design rationale, the aspect-aware interaction module generates 
the aspects of a user and an item from their contexts via two steps. This module uses a gating mechanism to get 
preliminary aspects from the attentive contexts, then deploys a self-attention mechanism to derive attentive 
aspects from preliminary aspects. Following the fourth rationale, the UIAP-aware module captures the joint 
effect of the aspects of users and items through a joint-attention mechanism, which learns the influence of differ
ent UIAPs on rating prediction. Finally, the prediction module deploys a factorization machine and a feedfor
ward neural network to jointly predict a rating. We gave examples for illustrating the term context, aspects, and 
UIAPs in Online Appendix 1.

Table 1. Important Symbols and Their Meanings

Symbols Meanings

u (v) The user u (the item v)
U (V) The set of users (items)
URCu The merged all reviews of all items written by user u
IRCv The merged all reviews of item v written by all users
N (M) The number of terms in URCu (IRCv) after preprocessing
Du (Dv) The term vector matrix of user u (item v)
C̃u (C̃v) The preliminary context representation of user u (item v) extracted from Du (Dv)
Cu (Cv) The attentive context representation of user u (item v) extracted from Du (Dv)
Av

q (Au
p ) The qth (pth) attentive aspect of item v (user u)
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3.3. Embedding Module
The embedding module is used to generate initial embedding representations of URCu of user u and IRCv of item 
v as the input of the RPMIA model. The term ti in a review corpus (i.e., URCu and IRCv) is firstly represented by 
its corresponding embedding ei. In this research, we employ a pretrained Word2Vec model to obtain a term vec
tor. Then we obtain the term matrices Du from URCu and Dv from IRCv by concatenating the embeddings of 
terms appeared in URCu and IRCv as follows:

Dx � [e1, e2, : : : , ei, ::], (1) 

where x denotes user u or item v, and ei denotes the embedding representation of the ith term in Du or Dv.

3.4. Context-Aware Interaction Module
User reviews and item descriptions provide diverse and complementary contextual information about user pre
ferences and item features. Different parts of a review text may provide varying levels of relevance to different 
aspects of an item. For example, a sentence praising the battery life of a smartphone contributes specifically to 
the “battery life” aspect, whereas another sentence about the camera resolution contributes to that aspect. 
Extracting context helps identify which parts of the text are pertinent to different aspects. By capturing the con
textual relevance, RPMIA can understand how different contexts may influence user preferences and item char
acteristics. Existing methods of extracting review context usually employ a CNN or an attention-based CNN, 
which cannot capture the contextual relevance from different views. In the context module, we employ a multi
head cross-attention mechanism with CNN-generated contexts, which allows the model to differentiate and 
appropriately weigh the contributions of contexts to users’ viewpoints and items’ aspects and ensures that the 
model leverages the full spectrum of contextual data available, which is crucial for accurate rating predictions.

After that, the context-aware interaction module performs the convolution operation with a sliding window of 
size T to extract local contexts C̃u

i, f from the term vector matrix Du of URCu, as shown in Equation (2):

C̃u
i, f �Θf (Du, i:i+T�1) � σ(Wf ∗Du, i:i+T�1 + bf ), (2) 

where Wf denotes the convolution weight vector for the convolution operation Θf; Du, i:i+L�1 is term vector matrix 
Du with a sliding window starting at the ith term of a review; bf is the bias; and σ is a nonlinear activation func
tion. In this study, we employ ReLU as the activation function. We use multiple convolution filters to perform 
multiple convolution operations in order to capture different contexts of Du from multiple views. Therefore, the 
module gets the preliminary context C̃u

i of the ith term in Du by concatenating the local contexts generated by all 
convolution operations.

Figure 1. (Color online) Architecture of RPMIA 
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Using the same method, the module obtains the preliminary context representation C̃v
j of the jth term in Dv. 

Once the module gets the preliminary context representation of all terms in URCu and IRCv, it generates the pre
liminary context matrices of user u and item v, denoted as C̃u and C̃v, respectively. After obtaining the prelimi
nary contexts of user u and item v, we designed a multihead cross-attention mechanism to learn the interaction 
relationship between the context matrix C̃u of the user u and the item context matrix C̃v of item v in order to 
derive the weight importance of contexts. Specifically, we first calculate the average vector of all preliminary con
texts of user u and item v as their overall contexts, denoted as C̃(h)u and C̃(h)v , respectively. Then, the context- 
aware interaction module calculates the affinity λ(h)uk (and λ(h)vj ) of each preliminary context of user u (and item v) 
with the overall context of item v (user u) for the hth head cross-attention as follows:

λ(h)uk � tanh(W(h)u [C̃
u
k ; C̃v
] + b(h)u ), λ

(h)v
j � tanh(W(h)v [C̃

v
j ; C̃u
] + b(h)v ) (3) 

where tanh is the tangent activation function; W(h)u and W(h)v are the learned transformation matrices; and b(h)u and 
b(h)v are bias vectors. Based on the affinity relationships, the context-aware interaction module calculates the atten
tive weight vectors α(h)uk for C̃(h)uk and α(h)vj for C̃(h)vj , respectively, as follows:

α(h)uk � exp(λ(h)uk )=
XM

i�1
exp(λ(h)ui ), α

(h)v
j � exp(λ(h)vj )=

XN

j�1
exp(λ(h)vj ): (4) 

Furthermore, we multiply C̃(h)uk and C̃(h)vj by the weight vectors α(h)uk and α(h)vj to obtain the attentive context C(h)uk 
and the attentive context C(h)vj for the cross-attention h as follows:

C(h)uk � α(h)uk C̃(h)uk , C(h)vj � α(h)vj C̃(h)vj : (5) 

We concatenate the attentive contexts generated by all head cross-attentions to obtain the final attentive contexts 
as follows:

Cu
k � C(1)uk ‖: : : ‖C

(h)u
k ‖: : : ‖C

(H)u
k , Cv

j � C(1)vj ‖: : : ‖C
(h)v
j ‖: : : ‖C

(H)v
j , (6) 

where Cu
k is the kth attentive context vector of user u; Cv

j is the jth attentive context vector of item v, and H is the 
number of heads of cross-attention. Finally, the representations Cu of user u and Cv of item v at a context level 
are obtained as follows:

Cu � [Cu
1, Cu

2 , : : : , Cu
k , : : : , Cu

N], Cv � [Cv
1, Cv

2, : : : , Cv
j , : : : , Cv

M]: (7) 

3.5. Aspect-Aware Interaction Module
User reviews reflect personal experiences and preferences, whereas item descriptions focus on product features 
and qualities. In general, it can be well expected that users would be more likely to comment on individual fea
tures of a product in OCRs that are more important to them. Therefore, being aware of which aspects of products 
that a user comments in her reviews would be very valuable to the understanding of her preferences in product 
aspects and making more accurate ration predictions. Existing methods of extracting aspects from reviews usu
ally rely on topic modeling, which cannot identify valuable aspects on the rating prediction by learning deep 
association relationships between aspects and ratings. In the aspect-aware interaction module, we design a 
bilayer gate-based mechanism and a self-attention mechanism to distill the most relevant aspects from contexts, 
highlighting the relative importance of different aspects.

The aspect-aware interaction module first employs an aspect-specific gating mechanism to extract the influ
ence Rp of the pth aspect Ap of all users, as shown in Equation (8):

Rp � δ(Hp · Ap + bp), (8) 

where Ap is the learned embedding of the pth aspect shared by all users; Hp is the transformation matrice of Au
p ; 

bp ∈ Rd is a bias vector; δ is the sigmoid activation function; and · denotes the inner product operation. By using a 
general gating mechanism, the module obtains the new embedding representation of Cu

p , which is considered as 
the candidate aspect, denoted as Ãu

i, p, as shown in Equation (9):

Ãu
i, p � Cu

i · δ(RpWi ·Cu
i + b′i ), (9) 

where Wi is the transformation matrice of Cu
i ; and b′i is the bias vector.

Once the aspect-aware interaction module extracts preliminary aspects from contexts through the bilayer gat
ing mechanism, it generates final aspect representation through a self-attention mechanism. To distinguish those 
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generated aspects from those initially extracted from contexts through self-attention, we refer to the former as 
attentive aspects. Specifically, this module derives a rudimentary representation Au

p of the pth aspect of user u by 
taking the average of the aspect-specific embedding Ãu

i, p of each context Cu
i across all contexts of user u. Then the 

weighted sum of Ãu
i, p and the corresponding self-attention weight vector βu

i, p are used to get the pth aspect Au
p of 

user u as follows:

Au
p �

1
N
XN

i�1
Ãu

i, p, βu
i, p � softmax(Ãu

i, pAu
p), Au

p �
XN

i�1
βu

i, pÃu
i, p: (10) 

Similar to extracting the aspects of a user, the aspect-aware interaction module also extracts the aspects of an 
item from the corresponding attentive contexts and represents the qth aspect of item v as Av

q. For model simplic
ity, we followed the study of Adomavicius et al. (2019) by setting the maximum number of both extracted user 
aspects and extracted item aspects to five.

3.6. UIAP-Aware Interaction Module
In the real world, a user may have different opinions on different aspects of the same item, and different aspects 
may be of different levels of importance to the same users. For example, a user’s emphasis on item durability 
and an item’s build quality form a meaningful aspect pair. To reflect the joint effect of a user’s viewpoints and an 
item’s aspects on the rating prediction, in this module, we propose a concept called UIAP and employ a joint 
attention to couple the extracted aspects of users and items, forming meaningful aspect pairs. This approach 
allows RPMIA to focus on specific user preferences and corresponding item characteristics that jointly influence 
a rating. To the best of our knowledge, no existing studies have ever incorporated such UIAPs in their models.

Specifically, given the aspects Au
p and Av

q, we get the representation of the corresponding aspect pair based on 
Equation (11), denoted as Z̃u, v

p, q :

Z̃u, v
p, q � (A

u
p � Av

q)‖(A
u
p ⊙ Av

q)‖(A
u
p ⊗Av

q), (11) 

where ⊗ denotes the cross-product operation; ⊙ denotes the dot product operation; � denotes the vector addition 
operation; and ‖ represents the vector concatenation operation. If we consider Au

p and Av
q as the first-order aspects 

that influence ratings, then Z̃u, v
p, q can be treated as a second-order aspect.

Considering that different UIAPs may have different influences on a rating, the UIAP-aware interaction mod
ule employs a self-attention mechanism to learn the weights of individual UIAPs. Specifically, we design a joint- 
attention mechanism to obtain weighted UIAP, which can be obtained as follows:

Z̃
u, v
�

1
K2

X

(p, q)∈Z̃u, v
Z̃u, v

p, q , γu, v
p, q � softmax(Z̃u, vT

p, q Z̃
u, v
), (12) 

Zu, v
p, q � γ

u, v
p, q Z̃u, v

p, q , Zu, v � ‖K, K
p�1, q�1Zu, v

p, q , (13) 

where K is the number of aspects of each user and item; Zu, v
p, q denotes the attentive UIAP derived by the aspect 

Au
p of user u and the aspect Av

q of item v; γu, v
p, q is the obtained weight of Zu, v

p, q ; and Zu, v is the obtained joint UIAP 
vector representation for user u and items v, which contains aggregated information of all UIAPs associated with 
user u and item v for inferring a final rating.

3.7. Prediction Module
The prediction module employs the widely used wide and deep learning method (Cheng et al. 2016) to predict 
the rating r̂u, v of user u for item v as follows:

r̂u, v � δ(WwideΦ(Zu, v) +WdeepΨ(Zu, v) + br), (14) 

where δ is the sigmoid function, Φ denotes the prediction component of the factorization machine (FM), and Ψ 
denotes the prediction component of the feedforward neural network (FNN); Wwide is the weight vector of the 
FM model, and Wdeep is the weight vector of the FNN model. br is bias. As shown in Equation (14), FM is used to 
capture the direct relationship between UIAPs and the rating value, whereas FNN is used to model their deep 
association relationships:

Φ(X) �m0 +mTX+ 1
2 XTMX, (15) 

where Φ denotes FNN, and X is UIAP representation (Zu, v) of user u and item v in this study; m0 is the global 
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bias, m is the coefficient vector for its latent feature vector, and M is the learned weight matrix for second-order 
interaction of the latent feature vector:

Ψ(X) � X(L), X(l+1) � f (W(l)Xl + b(l)) (l � 1, 2, : : : , L), (16) 

where Ψ denotes FNN, L is the total number of layers of FNN, l is the lth layer, and f is the activation function 
(rectified linear units (ReLUs)); W(l), X(l), and b(l) are the learned weights, UIAP vectors, and bias at the lth layer, 
respectively.

3.8. Model Training
We deploy the square loss as the objective function (Jloss) of the RPMIA model for parameter optimization, as 
shown in Equation (17):

Jloss �
X

ru, v∈R
(ru, v � r̂u, v)

2
+ λΘ‖Θ‖

2, (17) 

where R is the user-item rating matrix; ru, v and r̂u, v are the actual and estimated ratings of user u on item v, 
respectively; and λΘ‖Θ‖2 represents regularization. By using stochastic gradient descent (SGD) and back- 
propagation, the parameters of RPMIA are optimized based on Equation (17). For parameter updates, RPMIA 
utilizes RMSprop over minibatches. In addition, RPMIA deploys the dropout strategy to prevent overfitting. 
After obtaining parameters that minimize the loss function, RPMIA generates the predicted rating scores.

We used the grid search method to obtain optimal hyperparameter values. Specifically, the batch size was set 
to 256; the learning rate was 10�3; the L2 coefficient was 10�6; the dropout rate was 0.2; the dimensions of both 
word vectors and latent feature vectors were 50; the number of convolution kernels was 50; and the size of slid
ing windows in CNN was three.

4. Empirical Evaluation
We conduct an empirical evaluation of the RPMIA model to assess the overall performance of RPMIA in rating 
prediction, compared it with the performance of state-of-the-art baseline models, explored the effects of individ
ual design artifacts on RPMIA performance, and investigated the interpretability of RPMIA. The code and data 
are available at a Github repository (Yu et al. 2024).

4.1. Data Sets
We used seven publicly available OCR data sets collected from Amazon.com on different products, including 
music instruments, office products, digital music, grocery & gourmet food, video games, tools & home improve
ment, and sports & outdoors products, which have been widely used for recommendation evaluation in previous 
studies (Adomavicius et al. 2019). These data sets consist of consumers’ product ratings ranging from one to five 
and corresponding textual reviews. Each consumer or item has at least five reviews. Table 2 presents the descrip
tive statistics of those data sets.

Similar to the study of Kim et al. (2016), we processed the reviews in those data sets as follows: (1) set the max
imum length of reviews to 300; (2) removed stop words; (3) selected the top 20,000 words based on their tf-idf 
(i.e., term frequency-inverse document frequency) values; and (4) removed all nonvocabulary words from 
reviews. We randomly selected 70% of data samples from each data set as the training set, 10% for validation, 
and the remaining 20% as the testing set. In the training set, each product was rated and reviewed by at least one 
consumer, and each consumer rated and reviewed at least one product.

Table 2. Descriptive Statistics of the Data Sets

Data set
No. of 
users

No. of 
items

No. of 
ratings

No. of words 
per review

No. of words 
per user

No. of words 
per item

Data 
density

Musical instruments 1,429 900 10,261 32.45 141.32 200.12 0.798%
Office products 4,905 2,420 53,228 48.15 197.93 229.52 0.448%
Digital music 5.540 3,568 64,666 69.57 216.21 266.51 0.327%
Grocery & gourmet food 14,681 8,713 151,254 57.34 177.24 155 0.118%
Video games 24,303 10,672 231,577 72.13 188.79 260.60 0.089%
Tools & home improvement 16,638 10,217 134,345 38.75 162.53 212.48 0.079%
Sports & outdoors 35,598 18,357 296,337 37.59 159.39 154 0.045%
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4.2. Baseline Methods
To assess the effectiveness of the proposed RPMIA model, we compared its prediction performance with those 
of the following state-of-the-art OCR-based recommendation models: 
• DeepCoNN (Wang et al. 2021) is a deep collaborative neural network that uses two parallel CNNs to learn the 

latent feature vectors of users and items from user and item reviews, respectively. The learned user and item repre
sentations are concatenated and then fed into the FM for rating prediction.
• D-attn (Seo et al. 2017) is a convolutional neural network with local and global attentions for rating predictions, 

enabling an interpretable representation of users and items.
• CARL (Wu et al. 2019) is a context-aware user-item representation learning model based on review text that 

implements an attention layer after convolutional layers.
• ANR (Chin et al. 2018) is an aspect-based neural recommender system that deploys a coattention mechanism 

to learn the representation of aspects of users and items.
• CARP (Li et al. 2019) employs a capsule network involving to extract user viewpoints and item aspects and 

then uses a sentiment capsule architecture with a routing by a bi-agreement mechanism to identify informative 
logic units for rating prediction.
• HUARN (Li et al. 2018) is a method for aspect-aware sentiment analysis that aims to predict a user’s sentiment 

polarities for different aspects of a product in a review, utilizing user attention and aspect attention to learn sen
tence- and document-level representations. We adapted the last layer of the original model for rating predictions.
• TFRMF (Zhu et al. 2022) is a deep learning model based on a bi-directional RNN and a self-attention mecha

nism to extract user preferences and item attributes from reviews. It then feeds the latent representation vectors of 
users and items into the matrix factorization model.
• SentiAttn (Wang et al. 2022) includes both a sentiment attention mechanism that helps identify user reviews 

that are most likely to enhance the accuracy of rating prediction and a global attention mechanism that captures the 
importance of different parts of reviews.

4.3. Evaluation Metrics
Similar to the vast majority of current studies (Liu et al. 2021), we evaluated the performance of the RPMIA 
model and the baselines with three common evaluation metrics, including mean squared error (MSE), intralist 
similarity (ILS), and novelty. MSE measures the difference between a model’s predicted ratings and real ratings 
(Wu et al. 2019). The smaller the MSE value, the better the prediction performance of a model. In this study, we 
calculate MSE as the average MSE of predicted ratings for all items in the testing data set as follows:

MSE � 1
|Otest |

X

(u, v)∈Otest

(ru, v � r̂u, v)
2, (18) 

where r̂u, v denotes the predicted rating; ru, v is the actual rating; and Otest denotes the testing samples. ILS mea
sures the diversity of the recommended items, which denotes how different the recommended items are. It is cal
culated as follows:

ILS �
X

u∈U

2
|Ru |

2
� 1

X

vi,vj∈Ru, i≠j
d(vi, vj), (19) 

where Ru denotes a ranked recommendation list of user u; |Ru | denotes the length of Ru; and d(vi, vj) denotes the 
distance between recommended items vi and vj in Ru, which is calculated by the cosine similarity between the 
representations of items vi and vj.

Novelty measures the extent to which an item is new compared with those items that have been rated by user 
u, which can be calculated as follows:

Novelty �
X

u∈U

X

vi∈Ru

min
vj∈V, i≠j

d(vi, vj), (20) 

where vi denotes an item in a recommendation list Ru, and vj denotes an item in an item set V that user u has 
rated.

4.4. Overall Performance
We take the average performance of a model with all testing samples over 10 runs as the performance of that 
model. The overall performances of all models in MSE, ILS, and novelty are shown in Tables 3, 4, and 5, respec
tively, where the best baseline model performance with each data set is highlighted in boldface. The length of the 
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recommendation list is set to five. The last column in the tables shows the result of a two-tailed pairwise t-test 
between RPMIA and the best performed baseline model for each data set. As shown in Tables 3–5, RPMIA signif
icantly and consistently outperforms all baseline models in all three performance measures and with all seven 
data sets (p < 0.05).

4.5. Effects of Parameters on Rating Prediction
In order to verify the hyperparameter settings, we investigated the effects of two key hyperparameters of 
RPMIA, including the dimension size of term representation vectors dt and the number of extracted aspects K, on 
MSE of RPMIA using the testing data sets of music instruments and office products as examples by varying the 
values of those two variables while keeping other parameter values unchanged.

Figure 2 shows the MSE values of RPMIA with varied dimension sizes for the music instrument and office prod
uct data sets. It reveals that RPMIA achieves the optimal performance when the dimension size dt is 50 for both data 
sets. Therefore, we choose 50 as the dimension size of the word vector in all our evaluation tasks. Because MSE is 
the most important performance metric among the three, we mainly focus on MSE in this analysis. In addition, there 
has not been a well-accepted guideline in literature for determining the optimal number of aspects that should be 
considered. Previous studies typically chose this number in an ad hoc way (often in the range of three to five) (Chin 
et al. 2018, Li et al. 2018, Yu et al. 2023). In this study, we empirically evaluated the performance of the proposed 
model with different numbers of aspects (i.e., three, five, seven, and nine). The results, as presented in Table 6, 
showed that the proposed model achieved the best prediction performance when it considered five aspects consis
tently across different products, highlighted in boldface. Thus, we selected five for our model.

4.6. Impacts of Core Interaction Modules on Prediction Performance
We further investigated the impact of each designed interaction module of RPMIA on the performance of 
RPMIA in rating prediction with the testing data sets. When evaluating a module, we compared the MSE of the 
ablated RPMIA model without the evaluated module versus the performance of the complete model. Table 7
shows that the MSE of the RPMIA model is consistently lower than the MSEs of any of those ablated models 
(p < 0.01) across all seven data sets, highlighted in boldface, suggesting that removing any of the proposed 
three interaction modules (i.e., context-, aspect-, and UIAP-aware interaction modules) increases the error in 
rating prediction. The results validate the positive impact of each individual module on model performance.

4.7. Interpretability Analysis
4.7.1. Example of Model Interpretability. This section is aimed to demonstrate how the ratings predicted by 
RPMIA can be interpreted. After feeding two rating examples of a certain user shown in Table 8, which are 

Table 3. Comparison of MSE

Data sets DeepCoNN D-attn CARL ANR CARP HUARN TFRMF SentiAttn RPMIA Improvement (%)

Musical instruments 0.815 0.798 0.776 0.796 0.773 0.655 1.168 0.781 0.636 17.51**
Office products 0.759 0.758 0.742 0.724 0.719 0.699 0.732 0.721 0.688 4.19**
Digital music 0.942 0.910 0.831 0.867 0.820 0.823 0.900 0.935 0.811 0.87*
Grocery & gourmet food 0.979 0.952 0.794 0.822 0.752 0.755 1.036 0.834 0.747 0.59**
Video games 1.148 1.190 1.094 1.182 1.084 0.976 1.063 1.034 0.788 27.10**
Tools & home improvement 0.983 1.002 0.949 0.979 0.962 0.957 1.001 1.023 0.939 2.09*
Sports & outdoors 1.130 0.978 0.989 1.023 0.876 0.873 0.923 0.882 0.638 26.86**

**p < 0.01; *p < 0.05.

Table 4. Comparison of ILS

Data sets DeepCoNN D-attn CARL ANR CARP HUARN TFRMF SentiAttn RPMIA Improvement

Musical instruments 0.454 0.572 0.534 0.608 0.620 0.631 0.623 0.651 0.691 10.53**
Office products 0.532 0.491 0.603 0.533 0.692 0.694 0.682 0.692 0.711 2.97**
Digital music 0.421 0.687 0.601 0.691 0.683 0.685 0.685 0.687 0.691 0.21*
Grocery & gourmet food 0.519 0.501 0.605 0.642 0.681 0.693 0.601 0.684 0.702 2.14**
Video games 0.391 0.423 0.538 0.601 0.623 0.662 0.594 0.672 0.683 1.28**
Tools & home improvement 0.492 0.501 0.499 0.562 0.581 0.584 0.532 0.582 0.609 11.11**
Sports & outdoors 0.432 0.410 0.492 0.502 0.531 0.569 0.521 0.562 0.574 2.27**

**p < 0.01; *p < 0.05.
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randomly selected from URC, RPMIA generates the predicted ratings of the user u for the two items. The impor
tance weight distribution of review terms in the cross-attention layer is shown in Equation (21):

wp � Ω
1

H(2T + 1)
Xp+T

j�p�T

XH

h�1
α(h)j

0

@

1

A, (21) 

where wp denotes the weight of the pth term of reviews; T denotes the window size of the convolution operation; 
α(h)j is the weight of the jth term for the hth head cross-attention, which is computed by Equation (4); and Ω is the 
normalization method. We adopt a max-normalization scheme for Ω in this study. Finally, the words with 
importance scores δ(w) between 0.6 and 0.8 are highlighted in light gray, whereas the words with importance 
scores larger than 0.8 are highlighted in dark gray, as shown in Online Appendix 2.

In order to analyze the aspects of users and items, the important terms of reviews and their corresponding 
importance scores are presented in Table 9. In the review of item 1, which has a lower rating, many words reflect
ing negative viewpoints have larger attention weights, such as “hissing,” “leak,” “stain,” and “moist.” In con
trast, more positive words are found in the user review for item 2, such as “durable,” “cheap,” and “appealing.” 
Moreover, it can be observed that the two reviews have different concerned aspects. Thus, we may infer the rea
son for the user’s rating on item 1 as follows: Although item 1 has stable sound, low noise, and good service qual
ity, the user is dissatisfied with its thickness and thus gives it a neutral rating. In contrast, the terms brand and 
workability in the review of item 2 are highlighted.

Based on the findings, the user’s rating of item 1 can be explained as follows: Although the durability, playabil
ity, and sound quality of item 1 are highly appreciated, the user gives item 1 a rating of 3 because of its high 
price. On the other hand, the user gives a high rating of 4.84 to item 2 because there are many positive words 
with high weight values, such as works good, sounds good, and durable. The above examples show that RPMIA can 
provide some explanations about the predicted ratings.

Table 5. Comparison of Novelty

Data sets DeepCoNN D-attn CARL ANR CARP HUARN TFRMF SentiAttn RPMIA Improvement

Musical instruments 0.501 0.523 0.602 0.595 0.620 0.628 0.600 0.630 0.632 0.36*
Office products 0.491 0.531 0.499 0.525 0.553 0.579 0.548 0.590 0.594 3.34**
Digital music 0.531 0.515 0.572 0.569 0.591 0.603 0.552 0.600 0.625 10.29**
Grocery & gourmet Food 0.410 0.481 0.431 0.492 0.502 0.531 0.504 0.529 0.546 3.27**
Video games 0.514 0.532 0.531 0.562 0.564 0.581 0.553 0.575 0.609 8.33**
Tools & home improvement 0.491 0.412 0.462 0.473 0.501 0.510 0.500 0.498 0.514 0.41*
Sports & outdoors 0.481 0.483 0.495 0.504 0.511 0.514 0.499 0.510 0.527 4.53**

**p < 0.01; *p < 0.05.

Figure 2. Effects of the Dimension Size of Term Vectors on MSE 
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4.7.2. User Study on Interpretability of RPMIA. In order to investigate user perceptions of the interpretability of 
RPMIA, we conducted a laboratory experiment with 35 participants. Those participants were graduate students 
at the first author’s university who were older than 20 years of age and experienced with OCRs. The experiment 
procedure consisted of the following steps: 60 reviews (i.e., half with highlighted words generated by the D-attn 
method and the other half with highlighted words generated by RPMIA) were presented to each participant one 
by one in a random order. After reading each review, each participant provided an assessment score in the range 
of one (not uninterpretable at all) to five (extremely interpretable) about the interpretability of the highlighted 
words in the review for the associated rating before moving on to the next review. The participants were not 
informed about the correspondence between the explainable results and the methods being examined.

After all participants provided the assessment scores of the D-attn and RPMIA methods, all the scores for one 
method were averaged to derive the final assessment score for that method. A pairwise t-test shows that RPMIA 
receives significantly higher interpretability assessment scores from the participants (mean � 3.91) than D-attn 
does (mean � 3.25; p < 0.01).

5. Discussion
5.1. Major Findings
In this study, we propose RPMIA, a novel OCR-based and aspect-oriented recommendation model enhanced by 
multiple user-item interaction relationships discovered from OCRs. There are several major findings of this 
study. First, RPMIA that incorporates multilevel interactions between users and items based on the attention 
mechanisms produces significantly better rating predictions than the state-of-the-art baselines. It should be 
pointed out that different products have different aspects, so reviews on different products may vary signifi
cantly in terms of their textual content, leading to significant differences in their embeddings of review text. For 
example, digital music is a digital product and has unique aspects and context of reviews. The user-digital music 
interaction and context in reviews may differ from those in reviews of other products, causing the smaller perfor
mance improvement of the former. Second, the ablation experiments demonstrate positive impacts of the three 
proposed design artifacts, including the context-aware interaction module, the aspect-aware interaction module, 
and the UIAP-aware interaction module, on the rating prediction performance of RPMIA. Third, we evaluate the 
model interpretability via a laboratory experiment. The result shows that RPMIA provides better interpretability 
than a baseline model.

5.2. Research Contributions
First and foremost, very few existing rating prediction models have considered interaction relationships between 
consumers and products at multiple levels. RPMIA is the first OCR-based and aspect-oriented rating prediction 
model that incorporates three levels of interaction relationships between consumers and products discovered 
from OCRs simultaneously, including the context, aspect and UIAP levels. Those interaction relationships can 

Table 6. Effect of Different Numbers of Aspects on MSE of RPMIA

Data sets K � 3 K � 5 K � 7 K � 9

Musical instruments 0.643 0.636 0.638 0.640
Office products 0.703 0.688 0.689 0.692
Digital music 0.812 0.811 0.817 0.814
Grocery & gourmet food 0.754 0.747 0.751 0.755
Video games 0.815 0.788 0.804 0.806
Tools & home improvement 0.961 0.939 0.941 0.941
Sports & outdoors 0.652 0.638 0.643 0.642

Table 7. MSEs of RPMIA and Its Variant Modules

Methods
Musical 

instruments Digital music Office products
Grocery & 

gourmet food Video games
Tools & home 
improvement

Sports & 
outdoors

RPMIA-Context 0.643 0.711 0.839 0.774 0.848 0.979 0.671
RPMIA-Aspect 0.644 0.712 0.835 0.778 0.842 0.971 0.668
RPMIA-UIAP 0.640 0.714 0.833 0.795 0.834 0.960 0.664
RPMIA 0.636 0.688 0.811 0.747 0.788 0.939 0.638

Note. RPMIA-X represents RPMIA without X-aware module where X is the context, aspect, or UIAP, respectively.
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help better identify the preferences and interests of individual consumers for individual products, as well as 
improve the representations of consumers and items and their associations.

Second, this research designs and evaluates three novel modules for discovering and integrating three levels 
of interaction relationships in RPMIA. The evaluation clearly shows not only the superiority of RPMIA to exist
ing OCR-based rating prediction models, but also the positive impact of each of those three interaction relation
ships on rating prediction accuracy. In addition, RPMIA considering all three types of interaction relationships 
outperforms RPMIA considering any two of those three interaction relationships, suggesting that integrating all 
three interaction relationships is more effective in improving rating prediction than integrating two relationships 
only. The designs and evaluations of those artifacts provide both technical insights and theoretical guidance on 
how to capture and incorporate such interaction relationships in future OCR-based rating prediction models to 
further improve prediction performance.

Third, existing studies on rating predictions have rarely explored the interpretability of their proposed models, 
which may have influence on the adoption and deployment of those recommendation models and consumers’ 
trust in recommended products. This study is the first to examine the interpretability of the proposed model 
through a user experiment. It offers a new dimension and perspective for evaluation of rating prediction models 
in future research.

5.3. Practical Insights
This study also provides multiple practical insights. First, the findings of this study demonstrate the necessity 
and benefits of incorporating multiple levels of user-item interaction relationships into rating prediction models 
to improve their prediction performance. Second, the recommendation model proposed in this study can auto
matically highlight important key words in the review text that can reflect user preferences and item attributes. 
Furthermore, it can be used to explain predicted ratings and reveal why an item is recommended to a user. We 
predict that this interpretability may increase the likelihood of consumers to accept recommendations, help with 
their purchase decisions, and increase their stickiness to an e-commerce platform. In addition, e-commerce plat
forms can also profile users and items based on the words highlighted by the proposed model (see examples in 
Online Appendix 2) to create added value for the platforms.

5.4. Limitations and Future Research
This study has some limitations that may provide future research opportunities. First, because of using a fixed 
bandwidth for convolutional functions, RPMIA has a limitation in capturing long-term dependencies within 
text. We call for future research to explore potential guidelines or systematic approaches for determining the 
optimal length of context when analyzing social media text. Potential areas of exploration include dynamic 
adjustment of n based on text characteristics and leveraging transformer-based architectures that are capable of 
capturing long-term dependencies. In addition, although RPMIA utilizes the averaging method to simplify and 
stabilize the representation of contexts and aspects, future research can explore better methods for effective 
aggregation of context and aspect representations while keeping the heterogeneity of different representations.

Table 8. Two Rating Examples of a User (ID A1GMWTGXW682GB)

Items Item IDs Item name Actual ratings Predicted ratings

Item 1 B00IZCSW3M A string 3.0 2.96
Item 2 B000068NW5 A cable 5.0 4.95

Table 9. Attentive Weights of Highlighted Words in Reviews of a Certain User on Items 1 and 2

Sample reviews Weights of words Attentive weights of highlighted words

Review on item 1 >0.9 Right angle(0.93), favorite tone(0.91), comfort(0.91)
0.8–0.9 Thin(0.89), brand(0.88), build quality(0.86), works good(0.84), leak(0.84), hissing(0.83)
0.7–0.8 Stain (0.78), card (0.76), high price (0.74)
0.6–0.7 Packaging (0.69), bunch up (0.69), dialed in (0.67), sounds durable (0.64), good (0.62)

Review on item 2 >0.9 Works good (0.94), pattern (0.93), brand (0.93), smoking deal (0.92), awesome (0.91)
0.8–0.9 Durable (0.89), maintenance (0.88), sounds good (0.88), appealing (0.88), right angle (0.84)
0.7–0.8 Build quality (0.79), great (0.77), happy (0.73)
0.6–0.7 Packaging (0.69), power (0.67), hook up (0.66), favorite (0.63), cumbersome (0.63), stain (0.6)

Yu et al.: Multi-Interactive Attention Method for Product Rating Prediction 
INFORMS Journal on Computing, Articles in Advance, pp. 1–15, © 2025 INFORMS 13 

D
ow

nl
oa

de
d 

fr
om

 in
fo

rm
s.

or
g 

by
 [

24
04

:a
14

0:
46

:5
c2

2:
82

a:
30

d2
:7

44
a:

3f
38

] 
on

 2
2 

D
ec

em
be

r 
20

25
, a

t 0
1:

00
 . 

Fo
r 

pe
rs

on
al

 u
se

 o
nl

y,
 a

ll 
ri

gh
ts

 r
es

er
ve

d.
 



Endnotes
1 See https://www.statista.com/statistics.
2 In this paper, the term attention is referred to as a mechanism in deep learning that attends to a certain part of the input sequence that 
would arguably be of higher importance.
3 In this paper, the terms users and consumers are interchangeable.
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